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Generated Regressors and Inference Fragility in Two-Pass Asset Pricing

Abstract

Two-pass asset-pricing inference uses estimated factor loadings as second-pass regres-

sors, creating a first-order inferential wedge between the benchmark with observed

betas and the feasible procedure used in practice. This paper isolates that wedge and

shows that its magnitude is governed by risk-premium magnitude and first-stage esti-

mation error. Under OLS first-stage estimation, the gap scales with ∥λ∗∥
√
logN/T1,

so inference becomes more fragile when premia are larger and first-stage windows are

shorter. In simulations, the wedge is largest in short-window designs and under mis-

specification. In rolling Fama–French evidence, it materially changes standard signifi-

cance conclusions in characteristic-sorted portfolios. Generated regressors are therefore

not a technical nuisance in two-pass asset pricing, but part of the main inferential prob-

lem.

Keywords: generated regressors; risk premia; two-pass regression; inferential wedge;

significance fragility



1 Introduction

Inference on risk premia in linear factor models is central to empirical asset pricing, yet the

workhorse two-pass procedure of Fama and MacBeth (1973) contains a simple statistical

friction: the regressors in the second cross-sectional pass are themselves estimated in the

first pass. These generated regressors in the sense of Pagan (1984) make second-pass infer-

ence sensitive to first-stage estimation error. The conventional response is the parametric

correction of Shanken (1992), which adjusts standard errors under multivariate normality

and correct specification. That correction is now standard practice.

The difficulty is that these assumptions are often least persuasive in the empirical set-

tings where significance calls matter most. The Shanken correction relies on multivariate

normality and, more fundamentally, on correct specification of the pricing model. Kan et al.

(2013) show that under misspecification, even Shanken-corrected inference can materially

understate uncertainty. At the same time, many empirical applications use first-stage win-

dows short enough that beta estimation error is not a negligible nuisance. The resulting

concern is basic but consequential: standard two-pass significance may be fragile precisely

because the second-pass regressors are estimated rather than observed.

This fragility has quantitative bite. In rolling Fama–French evidence, a substantial share

of Shanken-significant windows lose significance under a full two-pass bootstrap. That is not

a cosmetic widening of intervals. It changes whether familiar evidence is read as supportive

or inconclusive, especially for HML and SMB, the two non-market premia for which empirical

significance is often most contestable. The issue, then, is not whether generated regressors

matter in principle. It is whether they create an inferential wedge large enough to alter how

the literature should read standard two-pass evidence. Our evidence indicates that they do.

This paper isolates and quantifies that wedge. The paper is not best understood as

proposing a conformal procedure and then illustrating it empirically. Its central objective

is instead to isolate the inferential object created by generated second-pass regressors and

then ask whether that object is first-order in standard two-pass practice. We do so by using
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a conformal benchmark to define the oracle level of coverage one would have if betas were

observed, and then by comparing that benchmark to feasible inference based on estimated

betas. The empirical analysis is organized around the same question: whether the generated-

regressor channel isolated in the theory is large enough to alter inference in the Shanken and

bootstrap procedures that empirical researchers actually use.

We make four contributions.

First, we define an oracle benchmark for two-pass inference. When factor loadings are

known, a split conformal confidence set for λ∗ achieves finite-sample coverage 1−α−1/(N+1)

conditional on the realized factor path under cross-sectional exchangeability of second-pass

residuals. The role of this result is not to recommend a literal empirical implementation.

Its role is to isolate the benchmark level of inferential credibility available when second-pass

regressors are observed rather than estimated.

Second, we quantify the loss created by generated second-pass regressors relative to that

benchmark. When betas are replaced by first-stage OLS estimates, feasible coverage falls

relative to the oracle benchmark by at most C∥λ∗∥δN,T1 , where δN,T1 is the uniform first-

stage estimation error. The key primitive is (β̂i − βi)
′λ∗: larger premia or noisier first-stage

estimates each amplify the loss of coverage. Under OLS first-stage estimation, the wedge

becomes O
(
∥λ∗∥

√
logN/T1

)
. This gives the paper’s main theoretical object: a generated-

regressor inferential wedge between the oracle benchmark and feasible two-pass practice.

Third, we show that this same object is empirically first-order in canonical asset-pricing

applications. In Monte Carlo experiments, feasible procedures diverge most clearly from

the oracle benchmark when the first-stage window is short, and misspecification generates

substantial overrejection for all feasible methods. In rolling Fama–French evidence with the

25 Size–Book-to-Market portfolios, the same issue has direct empirical bite: in the head-

line (120, 120) design, 48.3% of Shanken-significant HML windows and 57.1% of Shanken-

significant SMB windows lose significance under bootstrap calibration. The same pattern

appears across rolling specifications.
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Fourth, we provide sharper mechanism evidence within the canonical Size–BM design.

Sorting evidence shows that fragility is stronger in windows with larger premium-based

proxies, but regression-based tests go further by partialing out direct measures of borderline

significance. In those regressions, both downgrade risk and interval widening load on a prac-

tical fragility proxy constructed from premium magnitude and first-stage design uncertainty,

even after controlling for borderline-significance measures. This shows that the empirical

instability is not only a feature of estimates lying close to zero; it is systematically related

to the generated-regressor channel isolated by the theory.

Our theory complements, rather than replaces, the parametric approach of Shanken

(1992) and the robust extensions of Kan et al. (2013). Under their maintained assumptions,

those procedures remain useful. What our framework adds is a benchmark for the cases where

those assumptions are difficult to defend, and a quantitative account of the wedge created

by generated second-pass regressors. The contribution is therefore not another correction

formula. It is a measurement of how much standard two-pass significance can cease to be

reliable once second-pass regressors are acknowledged as estimated objects.

Scope. Theorems 4.1 and 5.1 characterize a specific split conformal set Ĉ(1 − α), but the

paper’s main claim is broader than that particular implementation. The conformal con-

struction is used to isolate the oracle benchmark and to make the generated-regressor wedge

analytically transparent. The simulation and empirical sections then ask whether the same

wedge is first-order in the Shanken-corrected and bootstrap-calibrated procedures used in

practice. The paper should therefore be read as a unified inference study: theory identifies

the object, and the numerical evidence evaluates its practical force in standard two-pass

asset pricing.
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2 Related Literature

Generated regressors and two-pass inference. Our paper is most directly related to the

literature on generated regressors and multi-step estimation. Pagan (1984) showed that plug-

in regressors can preserve consistency while invalidating naive second-step variance formulas,

and Murphy and Topel (1985) developed general corrections for multi-step estimators. In

asset pricing, Shanken (1992) specialized this logic to the Fama–MacBeth procedure, deriving

the standard correction for beta-estimation error under multivariate normality and correct

specification. Kan et al. (2013) showed that under misspecification, even Shanken-corrected

inference can materially understate uncertainty. Anatolyev and Mikusheva (2022) revisit

the two-pass procedure under a many-asset asymptotic framework and show that when

some factors are weak, conventional two-pass estimates of risk premia are inconsistent; they

propose a sample-splitting instrumental variables estimator that is robust to weak factors

and cross-sectional error dependence. Our contribution is complementary. Rather than

proposing another parametric correction or a new point estimator, we use a distribution-

free oracle benchmark to isolate the inferential object created by generated second-pass

regressors, and we study whether that same object is first-order in standard feasible two-

pass practice.

Fragility and identification in cross-sectional asset-pricing tests. Our paper is also related

to the literature emphasizing the fragility of cross-sectional asset-pricing inference. Lewellen

et al. (2010) showed that standard tests based on the 25 Fama–French portfolios can provide

weak identification of risk premia and unstable inference. Harvey et al. (2016) documented

the scale of specification search in the factor literature and argued that conventional signifi-

cance thresholds are inadequate. Bryzgalova (2015) showed that when factor betas are small,

risk premia are no longer identified in the usual sense and proposed a penalized estimator

that removes spurious factors. Feng et al. (2020) extended this logic to a high-dimensional

setting by proposing a double-selection LASSO procedure for testing incremental factor con-

tributions. More broadly, this literature makes clear that empirical conclusions about factor
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premia depend on the informativeness of test assets, the precision with which factor expo-

sures are measured, and the multiplicity of prior tests. We study a narrower but closely

related source of fragility: holding the second-pass design fixed, we isolate the uncertainty

introduced by first-stage beta estimation error.

Omitted factors, latent structure, and three-pass estimation. A related literature studies

inference on observable factor risk premia when the pricing model is incomplete. Giglio and

Xiu (2021) show that standard two-pass estimators are biased under omitted factors and

propose a three-pass procedure based on principal components of test asset returns. Giglio

et al. (2025) extend this framework to weak-factor settings and propose supervised principal

component analysis for risk premia estimation and model diagnosis. Our paper engages

with this literature at the level of its shared concern—distortion from incomplete first-stage

information—but answers a different question. We take the second-pass design as given and

ask how much coverage is lost because the regressors in that design are themselves estimated.

Bootstrap inference for multi-step estimators. A related strand studies bootstrap meth-

ods for estimators constructed in multiple steps. Because the final object is computed after

an earlier estimation stage, resampling methods can in principle propagate first-stage uncer-

tainty into second-step inference. Our empirical implementation is closest in spirit to the

bootstrap literature for dependent data and two-step estimators, including Gonçalves and

White (2004). But this is not a bootstrap-theory paper. Bootstrap procedures enter here as

familiar feasible methods that make the oracle–feasible wedge visible in practice.

Conformal and distribution-free inference. Methodologically, our paper draws on confor-

mal inference. Conformal methods (Vovk et al., 2005) provide finite-sample, distribution-free

prediction or confidence sets under exchangeability, and split conformal inference (Lei et al.,

2018) makes this logic computationally tractable by separating fitting from calibration. Bar-

ber et al. (2023) extended the framework to non-exchangeable settings by bounding coverage

loss through total-variation distances, and Barber and Tibshirani (2025) sharpened those

guarantees. We use this machinery for one purpose only: to construct an oracle benchmark
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and then measure how estimated second-pass regressors move feasible inference away from

it.

3 Model and Setup

We study the standard two-pass asset-pricing environment and make explicit the single

object that drives inference fragility: the difference between using true betas in the second

pass and using estimated betas.

3.1 The model

Consider N+1 assets observed over T periods. Excess returns satisfy the linear factor model

Rit = αi + β′
ift + εit, i = 1, . . . , N + 1, t = 1, . . . , T, (1)

where ft ∈ RK is a vector of observed factors, βi ∈ RK is the factor loading vector, αi

is a pricing error, and εit is an idiosyncratic disturbance. Let F = σ({ft}Tt=1) denote the

sigma-field generated by the realized factor path. All probability statements are conditional

on F unless noted otherwise.

We split the sample into a first-stage window T1 = {1, . . . , T1} and a second-stage window

T2 = {T1+1, . . . , T}, with |T2| = n = T −T1. The target risk-premium vector is the realized

factor mean over T2,

λ∗ =
1

n

∑
t∈T2

ft. (2)

This definition implies

R̄i − β′
iλ

∗ = αi +
1

n

∑
t∈T2

εit, (3)

where R̄i = n−1
∑

t∈T2 Rit. Define the resulting second-pass residual by

ηi ≡ R̄i − β′
iλ

∗. (4)
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Under correct specification αi = 0, ηi is the calibration-window average idiosyncratic shock;

under misspecification, it absorbs both pricing error and second-stage noise.

3.2 First-stage estimation and the source of fragility

In the first stage, betas are estimated by OLS with intercept on T1:

(α̂i, β̂i) = argmin
a,b

∑
t∈T1

(Rit − a− b′ft)
2. (5)

Let

∆i ≡ β̂i − βi.

Then the difference between oracle and feasible second-pass inference is driven by replacing

βi with β̂i. The paper’s central perturbation is therefore

∆′
iλ

∗, (6)

which measures how first-stage beta error contaminates second-pass risk-premium inference.

3.3 Assumptions

The oracle result requires only cross-sectional exchangeability of the second-pass residuals.

The feasible result adds regularity conditions that control the size of the perturbation in (6).

Assumption 3.1 (Joint mixing and moments). For each asset i, the process {(ft, εit)}t≥1 is

strictly stationary and β-mixing with coefficients β(k) ≤ Cρk for some C < ∞ and ρ ∈ (0, 1).

Moreover, supi E∥(ft, εit)∥2+γ < ∞ for some γ > 0, and λmin(Σf ) ≥ c > 0 for Σf = E[ftf ′
t ].

Assumption 3.2 (Conditional cross-sectional independence). Conditional on F , the second-

stage residual processes are mutually independent across assets.
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Assumption 3.3 (Conditional cross-sectional homogeneity). Conditional on F , the resid-

uals η1, . . . , ηN+1 are identically distributed.

Assumptions 3.2–3.3 are the key oracle conditions. They ensure that the second-stage

residuals form an exchangeable cross-section once the factor path is fixed. Misspecification is

allowed as long as the induced residuals ηi remain conditionally homogeneous across assets.

3.4 Oracle and feasible scores

Fix a measurable score map ϕ : R → R+. For a candidate value λ0 ∈ RK , define oracle and

feasible scores by

si(λ0) = ϕ
(
R̄i − β′

iλ0

)
, (7)

ŝi(λ0) = ϕ
(
R̄i − β̂′

iλ0

)
. (8)

At the truth,

si(λ
∗) = ϕ(ηi), ŝi(λ

∗) = ϕ(ηi −∆′
iλ

∗). (9)

Equation (9) is the paper’s key reduction: oracle validity depends on exchangeability of ηi,

while feasible validity fails only because the estimated-beta score is perturbed by ∆′
iλ

∗.

For a collection {vi}Mi=1, let Q1−α({vi}Mi=1) denote the ⌈(M +1)(1−α)⌉-th order statistic.

The oracle and feasible confidence sets are

C(1− α) =
{
λ0 : sN+1(λ0) ≤ Q1−α

(
{si(λ0)}Ni=1

)}
, (10)

Ĉ(1− α) =
{
λ0 : ŝN+1(λ0) ≤ Q1−α

(
{ŝi(λ0)}Ni=1

)}
. (11)

The oracle set is the benchmark in which second-pass regressors are known. The feasible set

is the implementable version in which they are estimated.
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4 Oracle Conformal Validity

The oracle result answers the benchmark question: how much coverage is available when

second-pass regressors are not estimated?

Theorem 4.1 (Oracle split conformal validity). Under Assumptions 3.2 and 3.3, for every

α ∈ (0, 1),

PF(λ
∗ ∈ C(1− α)) ≥ 1− α− 1

N + 1
P-a.s. (12)

and hence P(λ∗ ∈ C(1− α)) ≥ 1− α− 1/(N + 1).

The proof is in Appendix A.

Theorem 4.1 is the paper’s benchmark. It isolates the level of finite-sample coverage

available in the absence of generated-regressor error. Its role is not to describe what re-

searchers observe. Its role is to define the benchmark against which the feasible wedge can

be measured.

4.1 Brief cluster extension

The same benchmark survives under clustered cross-sections. This extension is secondary

to the paper’s main claim, but it shows that the oracle comparison is not tied to asset-level

independence.

Assumption 4.1 (Cluster dependence). The N+1 assets are partitioned into G+1 clusters

G1, . . . ,GG+1. Conditional on F : (i) cluster vectors are mutually independent across clusters;

(ii) under equal cluster sizes, the cluster vectors are identically distributed; (iii) residuals are

exchangeable within cluster.

Define the cluster score

Tg(λ0) =
1

m

∑
i∈Gg

si(λ0), g = 1, . . . , G+ 1, (13)
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for equal cluster size m, and the cluster-level confidence set

Ccl(1− α) =
{
λ0 : TG+1(λ0) ≤ Q1−α

(
{Tg(λ0)}Gg=1

)}
. (14)

Theorem 4.2 (Oracle validity under cluster dependence). Under Assumption 4.1(i)–(iii)

with equal cluster sizes, for every α ∈ (0, 1),

PF
(
λ∗ ∈ Ccl(1− α)

)
≥ 1− α− 1

G+ 1
P-a.s. (15)

The proof is in Appendix A.

This extension does not change the paper’s main message. It simply shows that the oracle

benchmark persists when the effective calibration sample is the number of clusters rather

than the number of assets. A weighted unequal-size version is relegated to Appendix A.

5 Feasible Conformal Validity: Generated Regressors

The feasible result is the paper’s main theoretical statement. It answers the question left

open by the oracle benchmark: how much coverage is lost because second-pass regressors are

estimated?

5.1 Additional regularity conditions

Assumption 5.1 (Lipschitz score map). The score map ϕ is Lϕ-Lipschitz.

Assumption 5.2 (Uniform estimation error). There exists δN,T1 > 0 such that

max
1≤i≤N+1

∥β̂i − βi∥ ≤ δN,T1

with probability at least 1− ξ.
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Assumption 5.3 (Conditional bounded oracle score density). Conditional on F , the oracle

score si(λ
∗) has a Lebesgue density bounded above by f̄ almost surely.

These assumptions only translate the perturbation ∆′
iλ

∗ into a coverage statement. The

economic object of interest remains the same: estimated second-pass regressors create a

wedge between feasible and oracle inference.

5.2 Main feasible result

Theorem 5.1 (Feasible split conformal validity). Under Assumptions 3.1, 3.2, 3.3, 5.1, 5.2,

and 5.3, for every α ∈ (0, 1),

P
(
λ∗ ∈ Ĉ(1− α)

)
≥ 1− α− 1

N + 1
− 4f̄Lϕ∥λ∗∥δN,T1 − ξ. (16)

The proof is in Appendix A.

Theorem 5.1 is the paper’s central result. It shows that standard two-pass inference is

fragile in a first-order way because feasible coverage loses an additional term proportional

to the product of risk-premium magnitude and first-stage beta-estimation error. That is

the paper’s formal measure of the feasible–oracle wedge. When premia are large or the first

stage is noisy, standard significance can move materially away from the oracle benchmark.

The structure of the bound is the paper’s entire logic. The term 1/(N + 1) is the oracle

calibration cost. The term 4f̄Lϕ∥λ∗∥δN,T1 is the cost of estimated second-pass regressors.

Everything substantive in the simulations and empirics is an illustration of that second term.

Remark 5.4 (Plug-in calibration). The bound in (16) depends on three constants. First,

Lϕ = 1 exactly when ϕ(u) = |u|. Second, f̄ is estimated by the cross-sectional average of

folded-normal density evaluations at zero, ˆ̄f = (N + 1)−1
∑

i(2n/πσ̂
2
i )

1/2, which is conserva-

tive under misspecification since pricing errors shift weight away from zero. Third, δN,T1 is

proxied by Ĉ
√

log(N + 1)/T1 with Ĉ estimated from a held-out sub-window. The resulting

11



plug-in bound Ĝ = 4 ˆ̄f∥λ̂∗∥δ̂N,T1 is computable for every rolling window. Appendix A reports

its values alongside the empirical downgrade rates.

5.3 OLS specialization

Theorem 5.1 becomes economically transparent once δN,T1 is translated into a familiar first-

stage rate.

Corollary 5.2 (OLS first stage). Under Assumption 3.1, for every τ > 0 there exists Cτ <

∞ such that

P

 max
1≤i≤N+1

∥β̂i − βi∥ ≤ Cτ

√
log(N + 1)

T1

 ≥ 1− τ. (17)

Hence, setting δN,T1 = Cτ

√
log(N + 1)/T1 and ξ = τ , the generated-regressor penalty in (16)

is

O

(
∥λ∗∥

√
logN

T1

)
, (18)

which vanishes if logN = o(T1).

The proof is in Appendix A.

Corollary 5.2 turns the abstract theorem into the paper’s main comparative-static impli-

cation: fragility is stronger when premia are larger and first-stage windows are shorter.

Proposition 5.3 (Regime of approximate validity for Shanken-style inference). Consider

a correctly specified two-pass model and suppose first-stage beta estimation is sufficiently

accurate in the sense that ∥λ∗∥ δN,T1 = o(1). Then the feasible–oracle wedge vanishes asymp-

totically, and Shanken-style inference is approximately aligned with the oracle benchmark.

By contrast, when ∥λ∗∥ δN,T1 is not negligible relative to second-pass uncertainty, the gap

between feasible inference and the oracle benchmark is first-order, and conventional Shanken

significance need not be robust.

Proof. Immediate from Corollary 5.2 and equation (18): when ∥λ∗∥δN,T1 = o(1), the penalty
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term 4f̄Lϕ∥λ∗∥δN,T1 in Theorem 5.1 vanishes, so the feasible coverage bound converges to

the oracle bound 1− α− 1/(N + 1) of Theorem 4.1.

Proposition 5.3 is interpretive. It translates the paper’s benchmark logic into the language

of empirical practice by clarifying when Shanken-style inference should track the oracle

benchmark and when it should not.

5.4 Comparative statics

Proposition 5.4 (Coverage-gap comparative statics). Under the conditions of Corollary 5.2,

the feasible–oracle coverage gap satisfies:

(i) it is increasing in risk-premium magnitude, with order O(∥λ∗∥);

(ii) it is decreasing in first-stage precision, with order O(T
−1/2
1 ) up to

√
logN ;

(iii) it vanishes when logN = o(T1);

(iv) oracle coverage is invariant to ∥λ∗∥ and T1;

(v) clustered calibration changes the oracle term but not the generated-regressor channel.

The proof is in Appendix A.

Remark 5.5 (Test-asset design and empirical fragility). For a fixed magnitude of first-stage

beta-estimation error, the empirical force of the generated-regressor channel also depends on

the geometry of the second-pass design. Objects such as the dispersion of estimated betas, the

conditioning of the cross-sectional design matrix, and the alignment between the premium

vector and the cross-sectional span of the test assets affect how strongly a given first-stage

perturbation translates into interval widening and significance instability. This is why the

empirical magnitude of fragility need not be uniform across test-asset designs, even when the

qualitative mechanism is the same.
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Proposition 5.4 is the economic reading of Theorem 5.1. If second-pass regressors were

known, the benchmark is stable; because they are estimated, standard two-pass significance

becomes fragile exactly when first-stage error matters most.

6 Simulation Evidence

The simulation section asks one question: whether the wedge quantified in Theorem 5.1 is

large enough to matter in sample sizes and designs close to those used in empirical asset

pricing. The goal is not to compare a long menu of procedures for its own sake. It is to

measure how far feasible two-pass inference can move away from the oracle benchmark once

second-pass regressors are estimated.

6.1 Design

We study five inference procedures: oracle Shanken, Shanken, bootstrap-calibrated Wald,

naive cross-sectional OLS, and heteroskedasticity-robust OLS. The oracle Shanken interval

uses true betas and serves as the infeasible benchmark. All other procedures use estimated

first-stage betas. The gap between oracle and feasible rejection rates is therefore the simu-

lation analogue of the feasible–oracle wedge in Theorem 5.1.

The data-generating process is calibrated to the conditional-on-F framework of Section 3.

For each simulation cell, the factor path {ft}Tt=1 and the loadings {βi}N+1
i=1 are drawn once and

then held fixed across replications. The target premium is the realized calibration-window

factor mean,

λ∗ =
1

T2

∑
t∈T2

ft, (19)

so that the oracle second-pass residual is ηi = T−1
2

∑
t∈T2 εit up to misspecification. Only the

idiosyncratic disturbances are resampled across Monte Carlo replications. All experiments

use a nominal 5% level, K = 1 factor, and B = 2,000 Monte Carlo replications. Bootstrap

critical values are based on 199 resamples.
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In the first stage, betas are estimated by OLS with intercept on T1. The key design

variables are the cross-sectional size N , the first-stage window length T1, and the magnitude

of λ∗—exactly the objects that appear in the wedge bound of Theorem 5.1.

We consider four environments.

DGP 1: Generated-regressor stress. This is the main design. Errors are Gaussian and

correctly specified, while N ∈ {25, 50, 100, 200}, T1 ∈ {24, 60, 120, 240}, and the magnitude

of λ∗ is varied through a scale factor applied to the factor draws. This design isolates the

generated-regressor channel itself.

DGP 2: Omitted-factor misspecification. Errors include an omitted factor component

with loading scale γ ∈ {0, 0.1, 0.2, 0.4, 0.8}. This design asks whether the practical cost of

estimated second-pass regressors becomes more severe under misspecification.

DGP 3: Heavy tails. Errors follow standardized tν distributions with ν ∈ {3, 5, 10, 100}.

DGP 4: GARCH volatility. Errors follow a GARCH process.

The last two designs are diagnostic. Their purpose is to show that the paper’s main

phenomenon is not simply non-Gaussianity or volatility clustering.

6.2 Results

The wedge is largest when the first stage is short. Table 1 reports rejection rates

for the main stress design. The central pattern is the oracle–feasible wedge. The oracle

Shanken benchmark remains close to nominal across T1 values, whereas feasible procedures

depart from it most clearly when the first-stage window is short. At N = 200 and T1 = 60,

the oracle rejection rate is 3.7%, compared with 4.8% for Shanken and 6.4% for Boot Wald.

As T1 rises to 120 and 240, that wedge narrows.
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This is the main simulation fact of the paper. It matches the theory exactly. Theorem 5.1

implies that feasible coverage departs from the oracle benchmark through the term ∥λ∗∥δN,T1 ,

and Corollary 5.2 turns this into O(∥λ∗∥
√
logN/T1) under OLS. At empirically relevant T1

values, shortening the first stage can therefore generate a nontrivial gap between standard

feasible inference and the oracle benchmark.

The wedge increases with premium magnitude. Figure 2 shows that, holding the

design fixed, the oracle–feasible gap rises with ∥λ∗∥. This is the second comparative static

in the theory: the same first-stage beta error becomes more consequential when projected

onto a larger premium vector. The point is not only theoretical. It means that standard

significance can become least reliable exactly when the underlying premium is economically

important.

Misspecification makes the practical problem worse. Table 2 shows that rejection

distortions rise sharply as the omitted-factor scale γ increases. The oracle benchmark remains

stable because it uses true betas. By contrast, all feasible procedures deteriorate materially.

At γ = 0.8, rejection rates reach 11.4% for Shanken and 12.8% for Boot Wald.

The point of this design is not to introduce a second main mechanism. It is to show that

once the pricing relation is misspecified, the practical consequences of treating estimated

second-pass regressors too casually become even harder to ignore.

Heavy tails and GARCH are not the main source of the wedge. Table 10 shows

that heavy tails and GARCH volatility by themselves produce much smaller distortions.

Across these designs, rejection rates remain relatively stable and far less distorted than

under generated-regressor stress and misspecification.

This sharpens the diagnosis. The central issue is not simply that asset-pricing data

are non-Gaussian. The central issue is that feasible two-pass inference relies on estimated

second-pass regressors.
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6.3 Takeaway

The simulation evidence delivers three conclusions. First, the oracle–feasible wedge is real

at empirically relevant sample sizes. Second, that wedge follows the paper’s main com-

parative statics: it is larger when the premium is larger and when the first-stage window

is shorter. Third, misspecification makes the practical consequences of this fragility more

severe, whereas heavy tails and GARCH are not the main source of the problem.

7 Empirical Evidence

The empirical section is organized around three questions. It studies whether the generated-

regressor inferential wedge isolated in the theory is large enough to change inference in

standard two-pass practice.

First, in the canonical 25 Size–Book-to-Market design, how often is standard Shanken

significance overturned once generated-regressor uncertainty is handled more conservatively?

Second, is that instability concentrated in windows that look fragile from the perspective of

the theory? Third, how much does the empirical force of the wedge depend on the choice of

test assets?

7.1 From interval widening to significance flips

Remark 7.1 (Significance downgrade condition). Fix factor k and let λ̂k denote the second-

pass point estimate, and let ISk = [λ̂k − hS
k , λ̂k + hS

k ] and IBk = [λ̂k − hB
k , λ̂k + hB

k ] denote

two-sided confidence intervals based on a conventional Shanken-style procedure and a more

conservative feasible procedure, respectively, with hB
k ≥ hS

k . A downgrade from significance

under ISk to insignificance under IBk occurs whenever

hS
k < |λ̂k| < hB

k . (20)

17



Significance is non-robust whenever the estimate lies in the fragility band between the two

interval half-widths.

Remark 7.1 links the paper’s theoretical and empirical objects. Theorem 5.1 shows

that estimated second-pass regressors can widen feasible uncertainty relative to the oracle

benchmark through the term ∥λ∗∥δN,T1 . Condition (20) shows how such widening translates

into the binary downgrade metric used in the data: once interval expansion is large enough

to push a borderline estimate into the fragility band, standard significance is overturned.

7.2 From coverage wedge to practical significance instability

The theory and empirics study the same object at different levels of abstraction. The for-

mal object in Sections 4 and 5 is the feasible–oracle coverage wedge created by generated

second-pass regressors. The empirical object in this section is practical significance insta-

bility, measured by interval widening, fragility-band mass, and downgrades from Shanken

significance to bootstrap insignificance. The connection is that both are consequences of

the same underlying perturbation: replacing observed betas with estimated betas in the

second pass. The conformal benchmark isolates that perturbation cleanly in theory, while

the empirical analysis asks whether it is large enough to alter inference in the Shanken and

bootstrap procedures used in practice.

This logic clarifies the role of the empirical outcomes. A downgrade is not itself a coverage

statement, but a practically consequential manifestation of the same interval expansion gen-

erated by estimated second-pass regressors. When generated-regressor uncertainty widens a

feasible interval enough to move a borderline estimate into the fragility band of Remark 7.1, a

standard significance conclusion becomes non-robust. Width gaps, fragility-band mass, and

downgrade rates are therefore best viewed as empirical summaries of the same inferential

instability isolated by the theory.

18



7.3 Design

We study the Fama–French three-factor model (Fama and French, 1992, 1993) using the 25

Size–Book-to-Market portfolios. This is a deliberately familiar setting: if generated-regressor

fragility matters here, it is hard to dismiss it as a niche feature of an unusual design.

Monthly excess returns run from July 1963 to December 2023 (T = 726 months, N = 25

portfolios). For each rolling window, we estimate first-stage betas by OLS with intercept over

a window of length T1, and then estimate second-pass risk premia over a calibration window

of length T2 = 120 months. We consider four first-stage designs, T1 ∈ {60, 120, 180, 240},

stepped forward annually. Holding T2 fixed while varying T1 is useful because the theory

predicts that fragility should shrink as first-stage precision improves.

We report 95% confidence intervals for three procedures. Shanken applies the conven-

tional parametric correction of Shanken (1992). Boot Wald uses a full two-pass block boot-

strap: for each bootstrap draw, we resample time-series blocks from both the first- and

second-pass windows, re-estimate betas and premia, and invert the bootstrap distribution of

the studentized statistic. Naive reports standard OLS intervals without an EIV correction.

The substantive comparison is between Shanken and Boot Wald. The naive intervals are

included only as a reference point.

7.4 Step 1: Canonical result in the workhorse Size–BM design

Table 3 reports the canonical Size–BM results. Bootstrap intervals are materially wider

than Shanken intervals, and that widening is often large enough to overturn significance

conclusions.

In the headline (T1, T2) = (120, 120) design, 48.3% of Shanken-significant HML windows

become insignificant under bootstrap calibration. For SMB, the corresponding number is

57.1%. For the market factor, it is 35.9%. The mean bootstrap-minus-Shanken width gap

is economically large: 5.50 annualized percentage points for HML, 3.88 for SMB, and 9.52

for the market factor.
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Point estimates remain similar, but the evidentiary reading changes. In a workhorse

two-pass design, evidence that would ordinarily be read as supporting value or size premia

is often no longer statistically decisive once generated-regressor uncertainty is handled more

conservatively. That is exactly the kind of shift that matters for how the literature interprets

borderline-significance premia.

Panel B of Table 3 shows that the same pattern survives when results are pooled across

all four rolling designs. Across the full Size–BM sample, the downgrade rate conditional on

Shanken significance is 49.5% for HML, 69.1% for SMB, and 32.4% for the market factor.

The pooled evidence shows that the canonical result is not tied to a single first-stage window

choice.

Table 4 shows that the same qualitative pattern appears across all four values of T1.

Bootstrap intervals remain wider than Shanken intervals, and Shanken-significant windows

are frequently downgraded. This cross-design stability matters more than any one individual

cell.

Table 5 reports two representative downgrade windows. Their role is illustrative: what

changes is not the premium estimate itself, but whether the evidence should be read as

statistically supportive or statistically inconclusive.

The plug-in bound Ĝ of Remark 5.4 quantifies this gap numerically for each rolling win-

dow. Appendix A reports Ĝ alongside the downgrade rates of Table 4. The bound is mono-

tonically decreasing in T1 and larger for HML than SMB, consistent with the comparative

statics of Proposition 5.4.

7.5 Step 2: Mechanism evidence

The theory predicts that fragility should be larger when the effective generated-regressor

channel is stronger. In Theorem 5.1, that channel scales with premium magnitude and

first-stage estimation error. We use rolling-window proxies motivated by the theory.

The first proxy is the absolute annualized realized premium in the calibration window.
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The second is a practical fragility proxy, defined as that premium proxy multiplied by a

first-stage design standard-error proxy.

Table 6 shows that the answer is yes, especially for HML. When HML windows are sorted

by the absolute premium proxy, the downgrade rate rises from 15.4% in the bottom tercile

to 46.2% in the top tercile, while the mean width gap rises from 3.67 to 6.76 annualized

percentage points. Sorting on the practical fragility proxy yields almost the same pattern.

SMB points in the same direction, but less sharply. Its downgrade rates and width gaps

also rise from the bottom to the top tercile, but the contrast is smaller than for HML.

Condition (20) suggests a second way to organize the same evidence. Table 7 reports

the fraction of windows in which the point estimate lies in the fragility band. In the Size–

BM design, 39.0% of HML windows and 42.9% of SMB windows lie in the fragility band.

These are the windows in which interval widening is most likely to translate into a binary

significance flip. These sorting results are informative but still leave open a natural ques-

tion: are downgrades driven by the generated-regressor channel itself, or simply by the fact

that some estimates are closer to zero and therefore easier to overturn? To sharpen the

mechanism, the next subsection studies regression-based evidence that controls directly for

borderline-significance measures.

7.6 Mechanism regressions

The sorting evidence is suggestive, but it does not by itself rule out a simpler explanation:

windows with larger fragility proxies may also be windows in which estimates are merely

closer to zero and therefore easier to overturn. The sharper channel test is therefore regression

based. By partialing out direct measures of borderline significance, the regressions ask

whether the generated-regressor channel retains predictive content beyond simple proximity

to the conventional significance boundary.

Table 8 reports this evidence for the canonical Size–BM design. The dependent variable

is either the downgrade indicator or the bootstrap-minus-Shanken width gap. The key
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regressor is the practical fragility proxy, defined as the product of the absolute premium

proxy and a first-stage design standard-error proxy. The specifications also control for the

absolute premium proxy itself, rolling-spec fixed effects, factor fixed effects, and a borderline-

significance control measured either by the absolute Shanken t-statistic or by the Shanken

fragility margin.

The practical fragility proxy survives throughout. In the downgrade regressions, it pre-

dicts a higher probability that Shanken significance is overturned even after controlling for

how close the estimate is to the conventional significance cutoff. In the width-gap regressions,

it likewise predicts materially larger bootstrap-minus-Shanken interval expansion. This is

the stricter mechanism result of the paper: practical significance instability is not driven

only by estimates being closer to zero; it loads on the generated-regressor channel isolated

by Theorem 5.1.

Appendix tables report logit robustness for downgrade incidence. The sign and signif-

icance patterns are unchanged in the canonical Size–BM design. By contrast, when the

regressions are pooled across test-asset designs with asset-set fixed effects, the predictive

content of the practical proxy becomes much weaker. That pooled result supports the pa-

per’s broader interpretation: generated-regressor fragility is economically important, but its

practical force is design dependent rather than universal.

7.7 Step 3: Heterogeneity across test-asset designs

The paper’s claim is not that feasible inference becomes more conservative in a mechanically

uniform way across all test-asset designs. The theory isolates a generated-regressor wedge

between oracle and feasible inference. But the practical manifestation of that wedge depends

on the geometry of the second-pass design, as emphasized in Remark 5.5. In particular, the

same first-stage estimation error need not produce the same practical comparison between

Shanken and bootstrap intervals across different cross sections.

Table 9 reports pooled evidence across four test-asset sets: the canonical 25 Size–Book-
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to-Market portfolios, 25 Size–Momentum portfolios, and 48- and 17-industry portfolios. The

central pattern is heterogeneity, not monotone conservatism.

For HML, the Size–BM design remains the strongest case: 49.5% of Shanken-significant

windows are downgraded, and the mean width gap is 5.46 annualized percentage points. The

Size–Momentum design still shows clear fragility, but weaker: the corresponding downgrade

rate is 19.6%. By contrast, the industry designs look very different. They exhibit nontrivial

upgrade rates, and for 17-industry portfolios the mean width gap for HML is negative.

These industry results are not an embarrassment to the paper’s argument. They sharpen

it. They show that the existence of a generated-regressor wedge does not imply that boot-

strap intervals must mechanically dominate Shanken intervals in every design. Rather, the

sign and magnitude of practical interval differences depend on cross-sectional design geom-

etry: beta dispersion, conditioning of the second-pass design matrix, and the alignment

between the premium vector and the span of the test assets all affect how first-stage per-

turbations translate into applied inference. Characteristic-sorted and industry portfolios

therefore need not display the same practical form of fragility even when the underlying

generated-regressor channel is present in both environments.

SMB shows the same broad pattern. The Size–BM design yields a 69.1% downgrade rate

conditional on Shanken significance, compared with 35.5% in Size–Momentum and only 4.0%

and 3.6% in the 48- and 17-industry designs. Again, the point is not that one procedure is

everywhere more conservative. The point is that the inferential consequences of generated

second-pass regressors are design dependent, and they are strongest in the characteristic-

sorted cross sections that anchor much of empirical factor pricing.

This heterogeneity is therefore part of the contribution rather than a qualification buried

in the appendix. It shows that the correct conclusion is not “bootstrap is more conser-

vative than Shanken” as a universal rule. The stronger and more accurate conclusion is

that generated-regressor fragility is an economically meaningful, design-dependent feature of

two-pass inference. Industry evidence makes precisely that point: fragility is not universal
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monotone conservatism, but a wedge whose practical force depends on the test assets used

to identify risk premia.

7.8 Takeaway

The empirical evidence supports three conclusions. First, in the canonical Size–BM design,

the feasible–oracle wedge is large enough to overturn a substantial share of standard sig-

nificance calls. Second, the mechanism is visible most clearly for HML: windows that look

more fragile from the perspective of the theory are also the windows in which width gaps

and downgrades are largest. Third, the force of the wedge is not uniform across test-asset

sets: it is strongest in characteristic-sorted cross sections, weaker in alternative designs, and

in industry portfolios no longer dominated by downgrades. That variation is part of the

paper’s economic interpretation.

8 Conclusion

This paper studies inference on risk premia in the Fama–MacBeth two-pass framework when

the second-pass regressors are themselves estimated in the first pass. Its central claim is that

generated second-pass regressors create a distinct inferential wedge between the benchmark

available with observed betas and the feasible procedures used in practice, and that this

wedge is first-order in empirically central designs.

The paper’s theory and empirics are organized around that same object. The theory

isolates the wedge and characterizes how its magnitude depends on risk-premium magni-

tude and first-stage estimation error. In the simulations, feasible procedures depart most

clearly from the oracle benchmark when the first-stage window is short, and the problem

becomes more severe under misspecification. In the empirical application, bootstrap inter-

vals are materially wider than conventional Shanken intervals, and many Shanken-significant

HML and SMB results lose significance once generated-regressor uncertainty is handled more
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conservatively. Regression-based mechanism evidence further shows that, in the canonical

characteristic-sorted design, both downgrade risk and interval widening load on the practi-

cal fragility proxy even after controlling for borderline-significance measures. The empirical

exercises show that the generated-regressor channel isolated by the theory is large enough

to change inference in standard two-pass practice.

We do not claim that two-pass inference is equally fragile in every design. The con-

clusion is narrower and more consequential: in the characteristic-sorted cross sections that

anchor much of empirical factor pricing, generated-regressor fragility is first-order. Treating

second-pass regressors as if they were observed can materially change whether standard evi-

dence is read as supportive or inconclusive. For empirical asset pricing, generated-regressor

uncertainty is not a technical afterthought. It is part of the main inferential problem.
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Tables

Table 1: Panel B rejection rates (%), DGP 1 generated-regressor stress. Nominal 5%. N =
200, realized |λ∗| varies with the calibration-window factor draw; B = 2,000 Monte Carlo
replications. Panel A oracle conformal coverage is 94.5%–95.2% across all cells.

T1 Oracle Shanken Shanken Boot Wald Naive CSR HC CSR

24 4.9 5.8 6.6 5.8 6.2
60 3.7 4.8 6.4 5.7 6.2
120 5.2 4.5 5.5 4.5 5.0
240 5.0 5.6 6.0 5.6 5.8
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Table 2: Panel B rejection rates (%), DGP 2 omitted-factor misspecification. Nominal 5%.
N = 200, T1 = T2 = 60. B = 2,000 Monte Carlo replications.

γ Oracle Shanken Shanken Boot Wald Naive CSR HC CSR

0.0 5.1 5.8 7.0 5.8 6.4
0.1 5.5 5.8 7.0 6.0 6.8
0.2 5.8 6.0 7.2 6.2 6.7
0.4 5.6 7.0 8.0 7.1 7.8
0.8 5.2 11.4 12.8 11.5 12.7
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Table 3: Canonical Size–BM evidence. Panel A reports the headline (T1, T2) = (120, 120)
design. Panel B pools across all four rolling designs (T1 ∈ {60, 120, 180, 240}). “Downgrade”
is the fraction of windows where Shanken excludes zero but the bootstrap does not; “Down-
grade—Shanken sig.” conditions on Shanken-significant windows. Width gap is the mean
bootstrap-minus-Shanken CI width in annualized percentage points; width ratio is the mean
ratio of bootstrap to Shanken CI width. All quantities are annualized except significance
and downgrade rates.

Factor Windows
Shanken

sig.
Boot
sig.

Downgrade
(%)

Downgrade—
Shanken sig.

Width gap
(Mean)

Width ratio
(Mean)

Premium
(Mean)

Panel A: Headline specification (T1, T2) = (120, 120)
HML 41 70.73% 36.59% 34.15% 48.28% 5.50 2.03 3.63
SMB 41 51.22% 21.95% 29.27% 57.14% 3.88 1.89 1.30
Mkt-RF 41 95.12% 60.98% 34.15% 35.90% 9.52 3.61 8.16

Panel B: Pooled across all rolling designs
HML 154 69.48% 35.06% 34.42% 49.53% 5.46 2.06 —
SMB 154 52.60% 16.23% 36.36% 69.14% 3.91 1.92 —
Mkt-RF 154 92.21% 62.34% 29.87% 32.39% 9.42 3.66 —

29



Table 4: Rolling-window Size–BM evidence: Fama–French three-factor model, 25 Size–Book-
to-Market portfolios, 1963–2023. For each design, T1 is the first-pass beta-estimation window
and T2 = 120 is the calibration window. “Downgrade—Shanken sig.” is the fraction of
Shanken-significant windows that become insignificant under bootstrap calibration. Width
gap is the mean bootstrap-minus-Shanken CI width in annualized percentage points.

Spec / Factor
Shanken

sig.
Bootstrap

sig.
Downgrade—
Shanken sig.

Width gap
(Ann. pp)

(60, 120) Mkt-RF 86.96% 52.17% 40.00% 9.35
(60, 120) SMB 50.00% 17.39% 65.22% 3.57
(60, 120) HML 71.74% 43.48% 39.39% 4.57
(120, 120) Mkt-RF 95.12% 60.98% 35.90% 9.52
(120, 120) SMB 51.22% 21.95% 57.14% 3.88
(120, 120) HML 70.73% 36.59% 48.28% 5.50
(180, 120) Mkt-RF 94.44% 72.22% 23.53% 9.54
(180, 120) SMB 52.78% 11.11% 78.95% 4.04
(180, 120) HML 69.44% 30.56% 56.00% 6.02
(240, 120) Mkt-RF 93.55% 67.74% 27.59% 9.28
(240, 120) SMB 58.06% 12.90% 77.78% 4.29
(240, 120) HML 64.52% 25.81% 60.00% 6.07
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Table 5: Showcase downgrade windows. Point estimates remain stable, but the bootstrap
interval is wide enough to overturn the Shanken significance conclusion. All quantities are
annualized percentages.

Spec / Factor Calibration window Est.
95% CI Width

Shanken Boot Ratio Gap

(180, 120) HML 1993:07–2003:06 4.53 [1.58, 7.47] [-3.62, 12.30] 2.70 10.02
(60, 120) SMB 1969:07–1979:06 1.92 [0.02, 3.83] [-4.98, 7.24] 3.21 8.41
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Table 6: Mechanism evidence from top-versus-bottom terciles of rolling-window fragility
proxies in the Size–BM design. “Abs. prem. proxy” is the absolute annualized realized
calibration-window factor mean. “Practical fragility” is the product of the absolute premium
proxy and a first-stage design standard-error proxy. “Downgrade” is the unconditional frac-
tion of windows in each tercile where Shanken significance is overturned by the bootstrap.
Width gap is the mean bootstrap-minus-Shanken CI width in annualized percentage points.

Factor Proxy
Downgrade Width gap

Bottom Top Bottom Top

HML Abs. premium proxy 15.4% 46.2% 3.67 6.76
HML Practical fragility proxy 15.4% 44.2% 3.67 6.70
SMB Abs. premium proxy 15.4% 32.7% 3.62 4.20
SMB Practical fragility proxy 13.5% 32.7% 3.54 4.20
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Table 7: Fragility-band summary across test-asset designs. A window is in the fragility
band when the point estimate lies outside the Shanken half-width but inside the bootstrap
half-width, as in Remark 7.1. Percentages are pooled across all rolling designs.

Asset set Factor Clearly insignificant Fragility band Clearly significant

Size-BM-25 HML 30.52% 38.96% 30.52%
Size-Mom-25 HML 40.26% 37.66% 22.08%
Ind-48 HML 53.25% 9.74% 37.01%
Ind-17 HML 61.69% 1.30% 37.01%

Size-BM-25 SMB 47.40% 42.86% 9.74%
Size-Mom-25 SMB 50.65% 31.82% 17.53%
Ind-48 SMB 83.77% 4.55% 11.69%
Ind-17 SMB 81.82% 2.60% 15.58%
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Table 8: Mechanism regressions in the canonical Size–BM design. The dependent variable is
either the downgrade indicator or the bootstrap-minus-Shanken width gap. The key regressor
is the practical fragility proxy. All regressions include rolling-spec and factor fixed effects.
Columns D3 and W3 control for the absolute Shanken t-statistic; columns D-alt and W-alt
control for the Shanken fragility margin. Standard errors are reported in parentheses.

Downgrade
D3

Width gap
W3

Downgrade
D-alt

Width gap
W-alt

Practical fragility proxy 0.572 3.914 0.511 3.588
(0.177) (0.859) (0.181) (0.870)

Absolute premium proxy -0.569 -3.327 -0.502 -3.112
(0.169) (0.786) (0.168) (0.770)

Abs. Shanken t / fragility margin 0.127 0.622 0.115 0.728
(0.047) (0.183) (0.044) (0.190)

Rolling-spec FE Yes Yes Yes Yes
Factor FE Yes Yes Yes Yes
Observations 308 308 308 308
R2 0.077 0.343 0.071 0.349
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Table 9: Cross-asset-set heterogeneity, pooled across all rolling designs. “Downgrade given
Shanken sig.” is the fraction of Shanken-significant windows that become insignificant un-
der bootstrap calibration. “Upgrade given Shanken insig.” is the fraction of Shanken-
insignificant windows that become significant under bootstrap calibration. Width gaps are
bootstrap minus Shanken CI widths in annualized percentage points.

Asset set Factor Windows
Shanken

sig.
Bootstrap

sig.
Downgrade given

Shanken sig.
Upgrade given
Shanken insig.

Mean width
gap

Median width
gap

Ind-17 HML 154 38.31% 58.44% 1.69% 33.68% -1.22 -1.49
Ind-48 HML 154 46.75% 53.90% 8.33% 20.73% 4.71 2.18
Size-BM-25 HML 154 69.48% 35.06% 49.53% 0.00% 5.46 5.36
Size-Mom-25 HML 154 59.74% 51.95% 19.57% 9.68% 11.99 10.25

Ind-17 Mkt-RF 154 87.66% 68.18% 22.22% 0.00% 7.27 6.97
Ind-48 Mkt-RF 154 81.17% 64.94% 25.60% 24.14% 7.49 7.16
Size-BM-25 Mkt-RF 154 92.21% 62.34% 32.39% 0.00% 9.42 8.81
Size-Mom-25 Mkt-RF 154 91.56% 64.29% 29.79% 0.00% 9.94 8.62

Ind-17 SMB 154 18.18% 30.52% 3.57% 15.87% 0.83 0.42
Ind-48 SMB 154 16.23% 25.97% 4.00% 12.40% 11.85 1.14
Size-BM-25 SMB 154 52.60% 16.23% 69.14% 0.00% 3.91 3.75
Size-Mom-25 SMB 154 49.35% 35.71% 35.53% 7.69% 4.39 4.58
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Table 10: Rejection rates (%), DGP 3 heavy tails and DGP 4 GARCH. Nominal 5%. N =
200, T1 = 60, B = 2,000 replications. Oracle conformal coverage in parentheses.

Oracle Sh Shanken Boot Wald Naive HC (Oracle Conf)

DGP 3: Heavy tails (T1 = 60, N = 200)

t100 (Gaussian) 4.8 4.7 6.2 4.8 5.2 (94.6%)
t10 4.7 4.9 5.1 5.0 5.5 (95.3%)
t5 5.1 5.2 6.3 5.3 5.8 (94.5%)
t3 4.5 5.1 5.6 5.2 5.4 (95.8%)

DGP 4: GARCH

T1 = 60 5.0 5.8 6.6 5.9 6.5 (95.2%)
T1 = 120 4.8 5.1 5.7 5.1 5.4 (95.0%)
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Figure 1: Empirical coverage rates (%) vs. first-stage window length T1, DGP 1 (Gaussian,
correctly specified), N = 200, K = 1, nominal level 95%, B = 2,000 replications. The
dashed line marks the 95% nominal level. “Oracle Shanken” uses true factor loadings with
the Shanken correction; all other feasible methods use first-stage OLS estimates.
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Figure 2: Oracle−feasible coverage gap (percentage points) vs. ∥λ∗∥, DGP 1, N = 200,
T1 = 60, K = 1. A positive gap indicates that the oracle (infeasible) interval covers λ∗

more often than the feasible counterpart. The gap grows with ∥λ∗∥, consistent with the
O(∥λ∗∥

√
logN/T1) bound in Corollary 5.2.
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Figure 3: Empirical coverage rates (%) vs. omitted-factor loading γ, DGP 2 (omitted-factor
misspecification), N = 200, T1 = 60, K = 1, nominal 95%. “Oracle Shanken” uses true
loadings and remains near nominal throughout. All feasible procedures deteriorate sharply
at γ = 0.8; Boot Wald offers no systematic advantage over Shanken.
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Figure 4: Rolling market risk premium (annualized %) with 95% confidence bands, 120-
month estimation windows stepped forward annually. Shanken (gold) and Boot Wald
(red) point estimates coincide; Boot Wald bands are consistently wider. The gap is
largest in the 1970s–1980s, when first-stage estimation was less precise, consistent with the
O(∥λ∗∥

√
logN/T1) bound in Corollary 5.2.
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Appendix A. Proofs

A.1 Auxiliary Lemmas

Lemma A.1 (Order-statistic stability). Let a1, . . . , aN and b1, . . . , bN be real sequences with
maxi |ai − bi| ≤ ε. Then |a(k) − b(k)| ≤ ε for every k ∈ {1, . . . , N}.

Proof. We show b(k) ≤ a(k) + ε; the reverse is symmetric. Let Ak = {i : ai ≤ a(k)}, so
|Ak| ≥ k. For every i ∈ Ak, bi ≤ ai + ε ≤ a(k) + ε. Hence at least k elements of (bi) are at
most a(k) + ε, giving b(k) ≤ a(k) + ε.

Lemma A.2 (Membership-event perturbation). Let a1, . . . , aN+1 and b1, . . . , bN+1 satisfy
maxi |ai − bi| ≤ ε. Fix k ∈ {1, . . . , N} and let q = a(k), q̂ = b(k) be the k-th order statistics

of (a1, . . . , aN) and (b1, . . . , bN). Define E = {aN+1 ≤ q} and Ê = {bN+1 ≤ q̂}. Then

E△ Ê ⊆
{
|aN+1 − q| ≤ 2ε

}
. (A.1)

Proof. By Lemma A.1, |q̂− q| ≤ ε, and |bN+1 − aN+1| ≤ ε by assumption. If aN+1 > q + 2ε,
then bN+1 ≥ aN+1 − ε > q + ε ≥ q̂, so both Ec and Êc hold. If aN+1 < q − 2ε, then
bN+1 ≤ aN+1 + ε < q − ε ≤ q̂, so both E and Ê hold. In either case E△ Ê = ∅.

A.2 Proof of Theorem 4.1

Proof. At λ∗, si(λ
∗) = ϕ(ηi). By Assumptions 3.2 and 3.3, η1, . . . , ηN+1 are conditionally

i.i.d. given F , so (s1(λ
∗), . . . , sN+1(λ

∗)) are conditionally exchangeable. The rank of sN+1(λ
∗)

amongN+1 conditionally exchangeable variables is stochastically no larger than uniform (up
to discretization), so the standard split conformal rank argument (Vovk et al., 2005; Barber
et al., 2023) gives (12) P-a.s. The unconditional bound follows by the tower property.

A.2b Proof of Theorem 4.2

Proof. Define cluster scores Tg(λ
∗) = m−1

∑
i∈Gg

ϕ(ηi). By Assumption 4.1(ii), the cluster

scores are identically distributed given F ; by Assumption 4.1(i), they are mutually inde-
pendent given F , hence conditionally i.i.d. and exchangeable. The split conformal rank
argument then gives (15), and the unconditional bound follows by the tower property.

A.2c Unequal cluster sizes

Proposition A.3 (Oracle coverage under unequal cluster sizes). Under Assumption 4.1(i)
and cross-cluster conditional independence, let cluster weights satisfy wg = mg/(N + 1) and
let u denote the uniform weight vector on G + 1 clusters. Then the weighted conformal set
Cw(1− α) satisfies

PF(λ
∗ ∈ Cw(1− α)) ≥ 1− α− TV(w,u) P-a.s. (A.2)
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Proof. Apply Barber et al. (2023, Theorem 1) with the cluster scores mutually independent
conditional on F by Assumption 4.1(i). The unconditional bound follows by the tower
property.

A.3 Proof of Theorem 5.1

Proof. Set ε := Lϕ∥λ∗∥δN,T1 and Ωξ := {maxi ∥∆i∥ ≤ δN,T1}. By Assumption 5.2, P(Ωξ) ≥
1− ξ.

Step 1. On Ωξ: |ŝi(λ∗)− si(λ
∗)| ≤ Lϕ∥∆i∥ ∥λ∗∥ ≤ ε.

Step 2. By Lemma A.1, |q̂ f
1−α(λ

∗)− q̂1−α(λ
∗)| ≤ ε on Ωξ.

Step 3. By Lemma A.2, on Ωξ: E△ Ê ⊆ B := {|sN+1(λ
∗)− q̂1−α(λ

∗)| ≤ 2ε}. Hence

P(E△ Ê) ≤ P(B ∩ Ωξ) + P(Ωc
ξ). (A.3)

Step 4. Conditioning on σ(s1(λ
∗), . . . , sN(λ

∗),F), B is a 4ε-wide interval for sN+1(λ
∗).

By Assumptions 3.2 and 5.3, P(B ∩ Ωξ) ≤ 4f̄ ε.
Step 5.

P(Ê) ≥ P(E)− P(B ∩ Ωξ)− P(Ωc
ξ) ≥

(
1− α− 1

N+1

)
− 4f̄ ε− ξ.

Substituting ε = Lϕ∥λ∗∥δN,T1 gives (16).

A.4 Proof of Corollary 5.2

Proof. Let f̄1 = T−1
1

∑
t∈T1 ft and ḟt = ft − f̄1. The OLS normal equations with intercept

imply

β̂i − βi =
(

1
T1

∑
t∈T1

ḟtḟ
′
t

)−1(
1
T1

∑
t∈T1

ḟt εit

)
.

Under Assumption 3.1, the Gram matrix converges to Σf a.s., and λmin(Σf ) ≥ c > 0 im-
plies the inverse is stochastically bounded. The Bernstein inequality for β-mixing sequences
(Merlevède et al., 2011) gives constants c1, c2 > 0 such that

P
(∥∥T−1

1

∑
t∈T1

ḟtεit
∥∥ ≥ u

)
≤ c1 exp(−c2T1u

2).

A union bound over i = 1, . . . , N + 1 with u = Cτ

√
log(N + 1)/T1 and Cτ sufficiently large

gives (17). Equation (18) follows from Theorem 5.1, and the gap vanishes when logN =
o(T1).

A.5 Proof of Proposition 5.4

Proof. Parts (i)–(iii) follow directly from Corollary 5.2 and equation (18). Part (iv) follows
from Theorem 4.1. Part (v) follows from Theorem 4.2 and Proposition A.3.
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Appendix B. Additional Simulation Results

Table 11: Panel B rejection rates (%): full DGP 1 grid. Nominal 5%. B = 2,000 replications.
Rows: N ∈ {25, 50, 100, 200}, T1 ∈ {24, 60, 120, 240}, λ∗-scale = 1 (realized ∥λ∗∥ listed).

N T1 |λ∗| Oracle Sh Shanken Boot Wald Naive HC

25 24 0.001 5.6 6.7 8.5 6.9 9.4
25 60 0.303 5.1 5.1 7.2 6.0 7.3
25 120 0.115 6.2 5.9 7.3 6.2 9.9
25 240 0.006 6.5 6.8 7.6 6.8 9.1
50 24 0.001 5.5 5.5 7.1 5.7 7.5
50 60 0.066 5.7 5.9 7.4 6.0 7.9
50 120 0.023 5.1 5.8 7.1 5.8 7.9
50 240 0.013 5.4 6.3 7.2 6.3 7.6
100 24 0.089 6.2 5.9 7.3 6.5 7.7
100 60 0.082 5.7 4.6 6.2 4.7 6.0
100 120 0.054 5.9 6.2 6.7 6.3 7.5
100 240 0.116 5.4 5.5 6.5 5.7 6.2
200 24 0.089 4.9 5.8 6.6 5.8 6.2
200 60 0.360 3.7 4.8 6.5 5.7 6.2
200 120 0.020 5.2 4.5 5.5 4.5 5.0
200 240 0.001 5.0 5.6 6.0 5.6 5.8
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Appendix C. Plug-in Calibration of the Coverage-Gap

Bound

This appendix details the plug-in implementation of Remark 5.4.

C.1 The Lipschitz constant Lϕ

The score map used throughout is ϕ(u) = |u|. The reverse triangle inequality gives | |u| −
|v| | ≤ |u− v|, so Lϕ = 1 exactly and no estimation is required.

C.2 Estimating the density upper bound f̄

Normal approximation. Under Assumption 3.1 and correct specification, ηi ≈ N (0, σ2
i /n).

The folded-normal density of |ηi| attains its maximum at zero with value (2n/πσ2
i )

1/2. The
cross-sectional average

ˆ̄fN =
1

N + 1

N+1∑
i=1

√
2n

πσ̂2
i

, σ̂2
i =

1

n

∑
t∈T2

ε̂2it, (C.1)

provides a closed-form estimate.
Kernel density estimate. As a nonparametric alternative, define

ˆ̄fKDE = sup
x≥0

1

(N + 1)h

N+1∑
i=1

K

(
|η̂i| − x

h

)
, (C.2)

with Gaussian kernel K and Silverman bandwidth h.

C.3 Numericalizing δN,T1

We split the first-stage window into two equal halves, estimate betas separately on each half,
and use the scaling-corrected maximum difference:

δ̂splitN,T1
=

1√
2

max
1≤i≤N+1

∥∥∥β̂(2)
i − β̂

(1)
i

∥∥∥ , (C.3)

yielding the rate-consistent substitute

δ̂parN,T1
= Ĉ

√
log(N + 1)

T1

, Ĉ = δ̂splitN,T1

/√
log(N + 1)

T1

. (C.4)

C.4 The plug-in bound and its numerical values

Setting Lϕ = 1 and substituting the sample analogues gives

Ĝ = 4 ˆ̄fN ∥λ̂∗∥ δ̂parN,T1
. (C.5)
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Table C.1 reports Ĝ for HML and SMB across all four rolling designs, together with
the empirical downgrade rates from Table 4. Three patterns are consistent with the theory.
First, Ĝ is monotonically decreasing in T1 for both factors. Second, Ĝ is larger for HML than
SMB in every design, reflecting HML’s larger realized premium. Third, windows and factors
with larger Ĝ are exactly those in which bootstrap calibration produces larger downgrade
rates.

Table C.1: Plug-in coverage-gap bound Ĝ and empirical downgrade rates across rolling
designs. “Implied max. coverage loss” is Ĝ×100 percentage points. “Downgrade—Shanken
sig.” reproduces the headline fragility metric from Table 4.

(60, 120) (120, 120) (180, 120) (240, 120)

Panel A: HML

∥λ̂∗∥ (ann. pp, mean) 4.52 3.63 4.12 3.97
ˆ̄fN 0.041 0.044 0.040 0.039

δ̂parN,T1
0.148 0.104 0.085 0.074

Ĝ (mean) 0.110 0.066 0.056 0.046
Implied max. coverage loss (pp) 11.0 6.6 5.6 4.6
Downgrade—Shanken sig. (%) 39.4 48.3 56.0 60.0

Panel B: SMB

∥λ̂∗∥ (ann. pp, mean) 1.84 1.30 1.67 1.59
ˆ̄fN 0.043 0.047 0.044 0.042

δ̂parN,T1
0.148 0.104 0.085 0.074

Ĝ (mean) 0.047 0.025 0.025 0.020
Implied max. coverage loss (pp) 4.7 2.5 2.5 2.0
Downgrade—Shanken sig. (%) 65.2 57.1 78.9 77.8

C.5 Robustness to density estimator

Table C.2 repeats the exercise using ˆ̄fKDE. The two sets of Ĝ values differ only modestly,
and all three qualitative patterns documented in Section C.4 are preserved.

Table C.2: Robustness of plug-in bound to density estimator. ĜKDE = 4 ˆ̄fKDE∥λ̂∗∥δ̂parN,T1
.

(60, 120) (120, 120) (180, 120) (240, 120)

HML: ĜKDE 0.117 0.071 0.060 0.050

SMB: ĜKDE 0.051 0.027 0.027 0.022
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C.6 Logit robustness for downgrade incidence

As a robustness check for the binary downgrade outcome, this subsection re-estimates the
main mechanism specifications using logit models. The dependent variable is the downgrade
indicator. The right-hand-side variables match the linear probability models in the main
text: the practical fragility proxy, the absolute premium proxy, and either the absolute
Shanken t-statistic or the Shanken fragility margin. For the pooled cross-asset specification,
asset-set fixed effects are included. The purpose of this exercise is not to replace the linear
probability specification, but to verify that the qualitative mechanism evidence is not driven
by functional-form choice.

Table C.3 shows that the main Size–BM results are unchanged under logit estimation.
In the canonical characteristic-sorted design, the practical fragility proxy remains positive
and statistically significant, while the absolute premium proxy enters negatively and signifi-
cantly, both under the baseline borderline control and under the alternative fragility-margin
control. By contrast, in the pooled cross-asset specification, the practical fragility proxy is
no longer statistically significant. This mirrors the linear-probability evidence and reinforces
the paper’s main interpretation: the practical force of the generated-regressor channel is
strongest in the canonical characteristic-sorted design and is not a universal feature of all
test-asset sets.

Table C.3: Logit robustness for downgrade incidence. The dependent variable is the down-
grade indicator. Columns (1)–(2) use the canonical Size–BM design. Columns (3)–(4) pool
all test-asset sets and include asset-set fixed effects. The practical fragility proxy is the
product of the absolute premium proxy and a first-stage design standard-error proxy. All
specifications include rolling-spec and factor fixed effects. Robust standard errors are re-
ported in parentheses.

Main Size–BM
LOGIT-D3

Main Size–BM
LOGIT-D-alt

Cross-asset pooled
LOGIT-D3-XA

Cross-asset pooled
LOGIT-D-alt-XA

Practical fragility
proxy

2.848 2.515 -0.088 -0.216

(1.068) (1.047) (0.204) (0.198)
Absolute premium
proxy

-2.817 -2.482 -0.051 0.166

(1.048) (1.010) (0.196) (0.171)
Abs. Shanken t
/ fragility margin

0.605 0.578 0.360 1.075

(0.223) (0.242) (0.108) (0.443)
Rolling-spec FE Yes Yes Yes Yes
Factor FE Yes Yes Yes Yes
Asset-set FE No No Yes Yes
Observations 308 308 1232 1232
Pseudo-R2 0.062 0.058 0.245 0.240
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