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Abstract

This paper studies how earnings-call information is incorporated into prices in real time
by separating “what is said” (content) from “how it is said” (delivery). Using 3,415
earnings call recordings, I extract 1.33 million time-stamped audio segments, defined
as contiguous speech between detected pauses, and link each segment to subsequent
NBBO quote-based returns. Negative textual sentiment predicts quote-based returns
within the first minute, and the effect persists for up to two minutes, consistent with
rapid incorporation of content. Reactions to text are faster and larger for stocks with
higher turnover, greater analyst coverage, and larger earnings surprises. In contrast,
delivery contributes mainly through cross-modal alignment: conditional on text, nega-
tive tone is not statistically distinguishable from zero, whereas conditional on negative
tone, negative text predicts an additional downward reaction in the 90–120 second win-
dow. Thus, content is the primary driver, while delivery contributes later through this
alignment channel; in Q&A, the alignment effect is most immediate on the ask side.
Finally, poorer audio quality attenuates the fast text response and weakens the delayed
text–voice alignment effect. The results provide segment-level evidence on price dis-
covery during earnings calls and document distinct incorporation dynamics for content
and delivery.
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1. Introduction

Earnings calls are long conversations in which new facts and interpretations arrive contin-

uously, and market participants can update beliefs as speech unfolds. However, the literature

on earnings calls typically aggregates speech characteristics into call-level measures, implying

investors respond after the call ends, largely because of technical limitations in time-stamping

audio. Recent advances in speech technology now make it feasible to conduct a psycholin-

guistically motivated analysis at the level that best matches how information is perceived in

conversation: the audio segment. This enables us to empirically test the information pro-

cessing speed of two communication channels that often co-move but may diverge: “what is

said” (textual content) and “how it is said” (vocal delivery).

The core idea is that these channels differ in how information is conveyed and interpreted.

The content captures substantive information that investors can process as fundamental

signals through the words spoken. The vocal delivery reflects paralinguistic cues, such as

tone or attitude, that shape how the same content is expressed. Because delivery cues

are more context-dependent and their incremental meaning is harder to disentangle from

the words themselves, I treat textual sentiment as the primary short-horizon signal and test

whether vocal tone contributes mainly through cross-modal alignment and with a short delay.

This setting is informative because we do not have an empirical evidence that compares the

speed of content and delivery into the market price.

Using 3,415 calls and 1.33 million audio segments from 2015 to 2024 for 125 liquid U.S.

stocks that market participants are likely to listen in real-time, I find that negative text moves

quotes within one minute on both sides of the book, with effects that persist through two

minutes. Cross-sectionally, the text effect is faster and larger for stocks with higher turnover,

greater analyst coverage, and larger absolute earnings surprises. In contrast, negative tone

alone has limited statistical power. Conditional on negative tone, negative text is associated

with an additional downward reaction in the 90–120 second window. These results suggest

that textual content drives short-horizon adjustment, while delivery contributes slowly and
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primarily through cross-modal alignment. In Q&A, alignment effects are strongest and most

immediate on the ask side, consistent with greater salience of delivery cues in unscripted

communication. Finally, poorer audio quality attenuates both the fast text response and the

delayed alignment effect.

This paper contributes three things. First, it develops a segment-level framework that

links the microstructure of quote formation to real-time spoken disclosure, allowing speed

tests that cannot be run with call-level aggregates. Second, it provides an empirical evi-

dence that content is incorporated quickly, while delivery contributes later primarily through

cross-modal alignment, consistent with higher interpretation frictions for vocal cues. Third,

it documents how liquidity, the information environment, surprise magnitude, and audio

quality shape the timing and size of two communication channels, offering a unified view of

how “what is said” and “how it is said” map into prices during earnings calls.

Three strands of research are related to this paper: information processing in the era

of machine readers, the analysis of audio data in economics, and intraday price discovery

around earnings news.

Advances in technology have enabled machines to parse textual information faster than

humans. For example, algorithmic traders can extract earnings information using structured

data feeds (Allee, DeAngelis, and Moon, 2018) and respond with millisecond precision (Chris-

tensen, Timmermann, and Veliyev, 2025). The processing speed of vocal cues in financial

markets remains comparatively less explored. While speech-emotion models perform well in

benchmark tasks (Werner and Petrenko, 2019; Han, Geng, Feng, Yuan, Richmond, and Li,

2025; Hughes, Llamas, and Kettig, 2025), evidence on how vocal delivery is incorporated

into prices in real time is limited. In the economics literature, Gómez-Cram and Grotteria

(2022), Baik, Kim, Kim, and Yoon (2024), and Ewertz, Knickrehm, Nienhaus, and Reich-

mann (2025) connect audio timestamps to real-time prices, but text sentiment and vocal

tone were not their focus. Gorodnichenko, Pham, and Talavera (2023) link the Fed Chair’s

dovish/hawkish vocal tone and text sentiment to asset returns, but the analysis of how the
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channels interact is not the main focus. This paper contributes by jointly examining text

and voice signals and their interaction effects, which provides new insight into the roles that

two information channels play in real-time information processing.

A large body of literature has examined textual sentiment in finance and accounting

(Loughran and McDonald, 2016). Researchers have adapted tools from linguistics—such as

dictionary-based methods (e.g., Loughran and McDonald, 2011)—and from computer sci-

ence—such as transformer-based models (e.g., Huang, Wang, and Yang, 2023)—to quantify

sentiment in corporate disclosures. In turn, managers appear to adapt their communication

strategies to machine interpretation (Cao, Jiang, Yang, and Zhang, 2023) and exhibit com-

plementarities with human judgment (Cao, Jiang, Wang, and Yang, 2024). However, these

studies are text-based, and audio-based analysis remains relatively underexplored. Recent

studies examine vocal tone in central-bank communication (Gorodnichenko et al., 2023),

vocal tone classification (Ewertz et al., 2025) the audio quality and listenability of earnings

calls (Call, Wang, Weng, and Wu, 2023; Baik et al., 2024), and vocal cues from startup teams

(Hu and Ma, 2025) and public-company executives (Mayew and Venkatachalam, 2012; Guo,

Sengul, and Yu, 2021; Cao et al., 2023). This paper uses automatic speech recognition to

construct linguistically natural audio segments and links them to intraday price discovery.

Prior studies document that price discovery varies with the timing and context of dis-

closure. Extended-hours announcements are typically absorbed more slowly due to limited

liquidity (Barclay and Hendershott, 2003; Jiang, Likitapiwat, and McInish, 2012). However,

Grégoire and Martineau (2021) show that price discovery is reflected more in quotes than in

trades during extended trading hours. Other studies highlight delays in market absorption

when investor processing capacity is constrained (Lyle, Stephan, and Yohn, 2024). Confer-

ence calls provide incremental information beyond press releases, particularly through the

Q&A session (e.g., Matsumoto, Pronk, and Roelofsen, 2011). This paper contributes by

analyzing how textual and vocal signals are priced at the segment level within earnings calls,

a microstructure setting in which both human and machine are likely to be relevant.
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The remainder of this paper proceeds as follows. Section 2 states the hypotheses and

Section 3 describes the sample construction, audio transcription, speaker matching using a

large language model, and the empirical framework. Section 4 presents results on textual

sentiment, and Section 5 presents results on vocal tone and text–voice interactions. Section

6 presents robustness checks. Section 7 concludes.

2. Hypothesis Development

This section develops the main hypotheses and outlines the empirical framework used to

test them. The first hypothesis asks whether price discovery occurs during the earnings call

itself. Prior research documents substantial price discovery around earnings announcements

(e.g., Barclay and Hendershott, 2003; Jiang et al., 2012). Related work in accounting and

finance shows that earnings calls contain information that is incremental to the earnings

announcement (e.g., Matsumoto et al., 2011; Larcker and Zakolyukina, 2012).

It remains unclear, however, whether market participants incorporate consecutive, real-

time information into prices as the call unfolds. Most earnings calls start in extended-hours

trading, when liquidity is lower and trading costs are higher than during the regular session

(Barclay and Hendershott, 2003). Moreover, Gorodnichenko et al. (2023) shows that even

vocal tone in high-salience communications can take time for market participants to interpret,

suggesting that some modalities may be incorporated more gradually. These frictions raise

the possibility that some trading and price adjustment may be deferred until regular hours.

On the other hand, research shows that after-hours price discovery can occur through

quote revisions (e.g., Grégoire and Martineau, 2021) or very quickly through machine traders

(Christensen et al., 2025). This raises the possibility that intra-call price discovery might

exist and proceed through changes in the best quotes. Ultimately, this is an empirical

question.

Hypothesis 1. Best quotes (NBBO bid and ask) adjust to information arriving during the
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earnings call.

Motivated by potential differences in incorporation dynamics across information modal-

ities, I distinguish between content and delivery. Content refers to information conveyed by

the words spoken, measured using textual sentiment. Delivery refers to paralinguistic cues,

such as tone, emotion, or attitude, measured using vocal tone measures. These two channels

differ in how easily they can be extracted and interpreted in real time.

Textual content becomes machine-readable once an audio-to-text transcript is available

and can be mapped into sentiment measures using standard NLP tools. In contrast, deliv-

ery cues require working directly with the audio signal (e.g., segmentation, alignment, and

acoustic feature extraction) and tend to be more context-dependent and noisier to decode.

For human listeners, delivery cues are interpreted conditional on context and may therefore

influence belief updating more gradually than lexical content. As a result, if markets incor-

porate different modalities at different speeds, price reactions to content should arrive earlier

than price reactions to delivery.

Hypothesis 2. Quote-based returns incorporate content (textual sentiment) relatively quickly

following a segment, whereas delivery (vocal tone) affects prices more gradually, reflecting

higher extraction and interpretation frictions for paralinguistic cues.

Psychology and linguistics document cases where verbal content and vocal delivery di-

verge. While laboratory studies sometimes find that vocal cues can dominate judgments of

confidence (e.g., Scherer, London, and Wolf, 1973; Walker, 1977; Jiang and Pell, 2016), earn-

ings calls are governed by institutional norms, scripted prepared remarks, and compliance-

minded delivery that encourage neutral tone. In addition, managers increasingly adopt

wording that is sentiment-neutral in anticipation of machine parsing (Cao et al., 2023).

These features create scope for divergence between what is said and how it is said.

In this professional setting, listeners are likely to place greater weight on lexical con-

tent, and neutral delivery may add limited incremental information. By contrast, when a
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somber or tense tone accompanies clearly negative text, the joint signal may be interpreted

as indicating greater seriousness (or credibility) than the wording alone conveys, implying

asymmetric amplification of negative news.

Hypothesis 3. When textual sentiment and vocal tone align, price reactions amplify asym-

metrically. Alignment around negative content strengthens price declines, whereas alignment

around non-negative content adds little.

3. Data

3.1. Sample Construction

The initial universe consists of all firms in Compustat ExecuComp listed on the NYSE,

Nasdaq, or NYSE American between 2015 and 2024. To obtain quarterly conference call

transcripts and audio files, I rely on Finnhub,1 an online financial information provider that

offers historical transcripts and audio recordings via an API keyed to the current ticker sym-

bol. I first restrict Finnhub’s universe to U.S. common stocks listed on the same exchanges

as in ExecuComp and then match firms using tickers and company names. After excluding

calls that are not quarterly earnings calls, I remove erroneous audio files and exclude calls

shorter than 20 minutes or longer than 90 minutes; together these account for roughly 1–2%

of observations.

To address liquidity concerns in extended-hours trading, I use a subsample of liquid

firms. Specifically, I select the top 150 most liquid firms ranked by their 2014 median value

of shares traded (CSHTRQ) in Compustat and add the 50 most liquid after-hours trading

firms from Christensen et al. (2025), yielding 175 unique firms.2 Consistent with standard

practice in the finance literature, I further exclude utilities and financial firms, resulting in

a final sample of 125 firms. This restriction is necessary for the empirical setting. Because

1https://finnhub.io.
2I fix the liquidity screen using 2014 medians to avoid look-ahead bias and composition drift during the

sample period.
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the paper examines real-time price discovery at the segment level, reliable inference requires

stocks with sufficient quote activity, especially during extended-hours trading. Similar real-

time studies impose comparable liquidity-based restrictions; for example, Christensen et al.

(2025) focus on a sample of 50 stocks.

To obtain precise timestamps for earnings announcements and conference call start times,

I use Bloomberg. I further restrict the sample to days with only one earnings announcement

and one earnings call per firm, as some firms conduct multiple calls (e.g., pre-recorded and

follow-up sessions). In addition, I require that the earnings call occur within 24 hours

of the earnings announcement. I exclude observations missing either the closing stock

price (PX LAST ) on the day before the announcement or any of Bloomberg’s earnings-

forecast fields: actual earnings per share, the median analyst estimate, or analyst coverage

(TOT ANALYST REC ). Bloomberg is also widely used by practitioners, and prior academic

studies have relied on it for related empirical analyses (see e.g., Jiang et al., 2012; Brochet,

Naranjo, and Yu, 2016; Gómez-Cram and Grotteria, 2022).

Following the recommendation of Grégoire and Martineau (2021), I use quote-based

return measures because trade liquidity during extended hours is minimal. I collect intraday

quote data from FirstRate Data.3 Similar to NYSE TAQ, this dataset includes quotes from

both pre-market and after-hours sessions (4:00 AM–8:00 PM).

I retain the consolidated National Best Bid and Offer (NBBO) quotes from the following

major venues: Nasdaq, NYSE, NYSE American, Nasdaq OMX, NYSE Arca, Cboe, and Cboe

BATS. To reduce noise, I apply filters: (1) both bid and offer prices must be strictly positive;

(2) both bid and offer sizes must be strictly positive; and (3) the bid-ask spread relative to

the midquote must be less than or equal to 20%. I allow crossed markets (where the bid

exceeds the ask) under this rule because crossed quotes occasionally occur in extended-hours.

I compute quote-level bid-to-bid and ask-to-ask returns using the most recent best bid and

best ask within each second; when no quote is recorded in a given second, I carry forward

3https://firstratedata.com/tick-data
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the most recent quote from the previous second.

After all filters, the sample includes 3,415 firm–quarter observations with complete earn-

ings and intraday market data.

[Insert Figure 1 about here]

Figure 1 shows the distribution of earnings release times (ER) and conference call start

times (EC) across the trading day in Eastern Time. Earnings releases are heavily concen-

trated in two windows: early morning during the pre-market session (approximately 6:00–

9:00 AM) and immediately after the market close (around 4:00 PM). Conference calls follow

a similar pattern, typically occurring shortly after the release. The shaded regions indicate

the pre-market (4:00–9:30 AM) and after-hours (4:00–8:00 PM) trading sessions.

3.2. Time-stamped Texts from Audio

Aligning audio with known text to generate word-level timestamps is called forced align-

ment. Tools such as aeneas and the Montreal Forced Aligner are commonly used in compu-

tational linguistics. For example, Qin and Yang (2019) employed an iterative aeneas-based

procedure to generate sentence-level timestamps for earnings call recordings. However, forced

alignment requires a full reference transcript in advance and does not account for audibility

or how listeners actually perceive the spoken content.

Recently, automatic speech recognition (ASR) models such as OpenAI’s Whisper have

been trained to handle real-world complexities, including speaker variation, disfluencies (e.g.,

mumbling), and background noise (Radford, Kim, Xu, Brockman, McLeavey, and Sutskever,

2022). These models learn statistical relationships between acoustic features and linguistic

units to convert speech into text. Whisper is not specifically trained on financial or industrial

jargon, so specialized terms may be misrecognized. Nevertheless, recent ASR advances yield

highly accurate transcriptions of long, noisy recordings; in earnings call settings, they can

be comparable to official transcripts (Call et al., 2023; Ewertz et al., 2025).
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I use Whisper large-v3-turbo (approximately 1.55 billion parameters), balancing tran-

scription accuracy and inference speed. While OpenAI’s Whisper API provides time-stamped

transcripts of audio files (see, e.g., Ewertz et al., 2025), I specifically implement WhisperX,

an enhanced framework from the Visual Geometry Group at the University of Oxford. It

augments the results of Whisper with voice-activity detection (VAD) and forced alignment

for more accurate word-level timestamps. WhisperX can be run on local machines at no

additional cost (Bain, Huh, Han, and Zisserman, 2023). For computation, I use an NVIDIA

A100 GPU with 40GB of memory on Google Colab to speed up processing.

[Insert Figure 2 about here]

Figure 2 provides an example of timestamped output generated by WhisperX. The audio

is transcribed into a sequence of segments, each with a start and end time. These segments

do not always correspond to grammatical sentences; for example, a long pause within a

sentence may cause WhisperX to split it into multiple segments.

3.3. Speaker Identification and Matching

One of the main empirical challenges in conversational audio analysis is accurate speaker

identification. Official transcripts often omit non-substantive utterances, such as operator

instructions (e.g., directions on how to ask questions or legal disclaimers) and casual greetings

or short questions between executives and analysts. As a result, forced-alignment approaches

that assume complete and perfectly ordered transcripts can misassign speakers. A common

approach used in prior studies is to divide the audio into short intervals and match each

interval to the official transcript (Qin and Yang, 2019; Gómez-Cram and Grotteria, 2022;

Baik et al., 2024), which imposes substantial computational cost and still leads to accuracy

issues when content is omitted or timing drifts.

In practice, speaker matching is an annotation problem with many call-specific edge

cases. Recent large language models (LLMs) can reduce systematic errors by handling small
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call-level variations. I use ChatGPT to assist with speaker identification and consistency

checks.4 Detailed instructions are presented in Appendix B.

The share of segments without speaker labels is very small. Figure 3 shows the distri-

bution of unmatched speaker information. On average, 0.12% of segments per call lack a

speaker label, with a maximum of 32 unmatched segments in a single call.

[Insert Figure 3 about here]

3.4. Segment-level Measures and Summary Statistics

Rather than training models with custom data, I adopt a pre-trained approach for both

text sentiment and vocal tone extraction. This strategy offers practical advantages in com-

putational efficiency and reproducibility, while leveraging general database and model that

are already validated in prior research and used as a benchmark.

For textual analysis, I use a pre-trained Bidirectional Encoder Representations from

Transformers (BERT) model developed by Huang et al. (2023). FinBERT is fine-tuned on

financial corpora and outputs the probabilities for positive, neutral, and negative sentiment.

I apply FinBERT to each WhisperX-aligned segment to construct sentiment indicators across

these three categories.

For vocal tone extraction, I follow the methodology of employing a pre-trained model

developed on labeled emotion datasets as in Cao et al. (2023) and Hu and Ma (2025).

Specifically, I use the basic benchmark model to classify vocal tone into the probabilities

of positive (happy), neutral, and negative (angry or sad) categories that are trained from

actors’ recordings.5 This approach avoids the need for extensive training on custom labeled

audio data and is widely used as a baseline in both academic and applied speech emotion

recognition research.6

4Specifically, I use gpt-4.1-mini-2025-04-14.
5https://huggingface.co/superb/wav2vec2-large-superb-er.
6The three continuous emotional dimensions—valence, arousal, and dominance—extracted from the

wav2vec2-large-robust-12-ft-emotion-msp-dim model exhibit minimal variation at the segment level. This is
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[Insert Table 1 about here]

Panel A of Table 1 shows summary statistics of at least 0.5 seconds segments, and Panel

B shows those of 3,415 calls. In panel A, listenability represents the average ASR-token

confidence score within a segment; Call et al. (2023) compute it at the entire call level.

On average, segments are 6 seconds long and contain 17 words, where their Fog index is

11 which means 11 years of education is needed to understand them. The average text

sentiment is 0.28 while the vocal tone score is 0.05. Their Pearson correlation is 0.015 and

statistically indistinguishable from zero, which is briefly discussed in Gorodnichenko et al.

(2023) using Fed Chairs’ speech. This similarity shows text sentiment and vocal tone can

carry mixed information as managers increasingly aware of analysis on their speech (Cao

et al., 2023), which is one of main tests in this paper. Following the common practice in

the literature, sentiment scores and vocal tone scores are further transformed into negative

dummy variables. About 8 percent of segments have negative text and about 6 percent have

negative tone. Quote returns in basis-points are calculated in 30 seconds intervals after the

end of each segment. On average ask returns are lower than bid returns.

Panel B shows various call-level information. On average each call is 59 minutes, ranging

from 23 minutes to 89 minutes. The word error rate (WER) is a measure that compares

the accuracy of audio-transcribed texts and official transcripts. It is computed as the ratio

of the number of incorrectly recognized words + missing words + added words divided by

total number of words in official transcripts. The average 9 percent WER shows WhisperX

accurately transcribes audio files. ER-EC gap represents hours spent after earnings releases

before the start of earnings calls. This might be useful since investors process the earnings

information in advance when enough time is given (Lyle et al., 2024). The earnings surprise

is calculated by the estimated earnings-per-share minus median estimates at Bloomberg.

Other common quarterly financial variables are further defined at Table A.1.

expected, as speakers in earnings calls tend to maintain a neutral and controlled tone. Continuous emotion
metrics are better suited to emotionally expressive contexts, whereas discrete classification models provide
more practical differentiation across utterances.
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3.5. Segment-level Regressions

To test hypotheses of section 2, I estimate segment-level regressions that relate post-

segment quote-based returns to segment-level information channels. In the baseline analy-

sis, I measure segment-level content using an indicator for negative textual sentiment and

segment-level delivery using an indicator for negative vocal tone. This choice follows prior

work suggesting that positive tone in earnings calls is widespread and may reflect strategi-

cally managed language (e.g., Loughran and McDonald, 2011; Mayew and Venkatachalam,

2012; Cao et al., 2023). Intuitively, when positive language is common, additional positive

wording is less likely to convey incremental information. Table 10 shows that the coefficient

on segment-level positive textual sentiment is not statistically distinguishable from zero, in

contrast to the coefficient on negative textual sentiment.

The first specification examines how textual sentiment predicts quote-based returns im-

mediately following each segment:

QuoteReturnc,s,ta,tb = α+ β NegTextc,s + γ′Xc,s + FE + εc,s,ta,tb , (1)

where QuoteReturnc,s,ta,tb denotes the quote-based return (bid-to-bid or ask-to-ask) over a

short window (ta, tb) after segment s of call c ends. Let tc,s denote the end time of segment s,

and define (ta, tb) as a post-segment interval relative to tc,s. Returns over (ta, tb) are calculated

as 10,000 × ln(Ptb/Pta), using the last quote at or before ta as Pta and the last quote at or

before tb as Ptb . NegTextc,s is an indicator for negative textual sentiment. Xc,s is a vector of

segment-level controls, including measures of transcript quality and segment characteristics

(e.g., audio-to-text confidence and segment length). FE includes call and year–quarter fixed

effects, and standard errors are clustered by call, firm (ticker), and trading date.

Equation 1 tests Hypothesis 1 by linking narrowly timed post-segment quote-based re-

turns to within-call information. If best quotes adjust during the call, segment-level content

should systematically predict the direction of subsequent quote changes. In particular, neg-
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ative textual sentiment should be associated with negative quote-based returns in windows

shortly after the segment ends. If quotes do not adjust within the call, then, conditional on

fixed effects and controls, β should be close to zero or statistically weak across post-segment

windows. Call fixed effects absorb all call-level heterogeneity in news intensity and average

price drift, while year–quarter fixed effects capture common time-varying conditions such as

market volatility. Identification therefore comes from within-call variation across segments

after removing aggregate time shocks, and multi-way clustering by call, firm, and trading

date accounts for serial correlation and cross-sectional dependence.

I use non-overlapping 30-second interval returns to identify when segment-level informa-

tion is incorporated. First, interval windows localize the adjustment to a specific slice of time,

which is essential for testing the timing predictions in Hypothesis 2. Cumulative returns mix

early and late reactions and can mask timing when signs differ across slices. Second, an

earnings call delivers many adjacent information events. With cumulative windows, later

segments mechanically inherit price moves triggered by earlier segments in the same call,

which contaminates attribution. Interval returns attribute the marginal price change to the

segment that just ended. Third, cumulative windows induce mechanical serial correlation

across horizons in a short period. Using interval returns minimizes this stacking and yields

cleaner inference on the path of adjustment. Section 6 further discusses the choice of time

intervals and provides consistent results.

After examining the text-only specification, I include delivery (vocal tone) variables in

the regression model:

QuoteReturnc,s,ta,tb = β0 + β1NegTextc,s + β2NegV oicec,s

+ β3

(
NegTextc,s ·NegV oicec,s

)
+ γ′Xc,s + FE + εc,s,ta,tb ,

(2)

where NegV oicec,s is a dummy variable for negative vocal tone. As before, FE includes call

and year–quarter fixed effects and standard errors are clustered by call, firm, and trading

date. Coefficient β2 captures the incremental effect of negative vocal tone when text is
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non-negative, and β3 captures the interaction effect when negative text and negative tone

align, which speaks to Hypotheses 2 and 3. Section 5 provides additional evidence and

interpretation using linear combinations of coefficients.

4. Empirical Analysis on Textual Sentiment

This section presents empirical results of Hypothesis 1 (in-call price adjustment) and

Hypothesis 2 (fast incorporation of negative text). Table 2 reports cross-sectional regressions

of bid and ask quote returns over 0–30, 30–60, 60–90, and 90–120 seconds on an indicator

for negative text sentiment, controlling for segment-level characteristics. The regressions

include call and year–quarter fixed effects, so identification is based on within-call and within-

quarter variation, removing call-level and time-varying confounds. Control variables are log-

transformed and winsorized at the 1/99 level. Standard errors are clustered by call, firm

(ticker), and trading date.

[Insert Table 2 about here]

Table 2 shows that negative textual sentiment induces immediate and persistent down-

ward quotes revisions, with timing that differs across sides of the book. In Panel A (bid

returns), coefficients on Neg Text = 1 are statistically insignificant in the first 0–30 seconds,

but become negative and significant from 30–60 seconds onward, with the largest effect in

60–90 seconds (−0.247 basis points, t = −3.60), and remain significantly negative in 90–120

seconds (−0.144 basis points, t = −2.20). In Panel B (ask returns), the effect is already

negative and significant in the first 30 seconds (−0.140 basis points, t = −2.09), is not signif-

icant in 30–60 seconds, and reappears from 60–90 seconds (−0.165 basis points, t = −2.32)

through 90–120 seconds (−0.130 basis points, t = −2.30). Taken together, textual content is

incorporated into both the best ask and the best bid within roughly the first minute after a

segment ends and remains evident through two minutes. This pattern supports Hypothesis

1 that quotes adjust to information during the call.
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Among the controls, most segment and linguistic features (listenability, segment length,

and reading complexity) do not exhibit consistent effects across horizons. A longer within-

call gap between the call start and a segment (EC–Seg Gap) is associated with more negative

short-horizon returns, especially in the earliest window, though this pattern attenuates at

longer horizons. This variable proxies for elapsed time within the call and thus serves as a

linear time-trend control for returns. SPY returns represents the returns of SPY ETF on

the same interval of dependent variables, which controls overall market movements.

Overall, the evidence supports Hypothesis 1 and the content component of Hypothesis 2:

negative text information is incorporated into quotes rapidly. The speed and short-horizon

persistence of these reactions are consistent with the idea of fast information processing on

the speech content.

The differential timing between bid and ask returns is also informative. Ask-side quotes

respond faster than bid-side quotes to negative information during the call, which is intuitive

if sell pressure (offers moving down) materializes before buy-side quotes fully adjust. How-

ever, using only level-1 bid and ask quotes, it is difficult to attribute these adjustments to

specific investor types. Instead, in the later subsection I examine cross-sectional heterogene-

ity along several firm and call characteristics to infer which environments are most conducive

to fast segment-level price discovery.

Economic Magnitude of Intra-Call Price Discovery

Table 2 documents the fast speed of segment-level reactions in a cross-sectional frame-

work. However, statistical significance in short-horizon price discovery does not automati-

cally translate into economically meaningful gains. This subsection quantifies the economic

value of price reactions by simulating the profits from a simple trading strategy that uses

segment-level textual information.

The goal is not to propose a realistic trading strategy, but rather to provide an upper

bound on the monetary value of intra-call price discovery and to illustrate how this value
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depends on execution latency. If prices adjust only gradually to negative textual content,

then a strategy that shorts the stock shortly after a negative content should earn higher

profits when the latency ∆ is shorter, with profits declining as ∆ lengthens. If, instead,

markets incorporate the information almost instantaneously, then profits should be small

and relatively insensitive to ∆.

In the simulation, whenever a segment is classified as having negative content, the strategy

opens a short position after a latency of ∆ ∈ {30, 60, 90} seconds, to approximate delays in

signal processing and order execution. For segments without negative content, the strategy

maintains its existing position, which is zero at the beginning of the call. Entries are executed

at the contemporaneous NBBO mid-quote price (short sale), and positions are closed at the

NBBO mid-quote price two minutes after the last segment of the call ends, matching the two-

minute horizon used in the main return analysis. The sample is restricted to manager-spoken

segments during extended-hours trading to ensure comparable information and liquidity

conditions as before, and further in this analysis, only earnings calls that both started and

ended at extended hours are used.

For each call, I compute a call-level excess return ret∆C that aggregates the per-segment

profits at latency ∆ minus SPY returns from the start to the two-minutes after the end of the

call. Calls are then sorted into quintiles (Q1–Q5) based on the call-returns from 60-second

reactions (ret60C ), which serves as a summary of how strongly prices react to negative text

within the call.

[Insert Table 3 about here]

Table 3 reports average call-level excess returns for each quintile and each latency. First,

average returns are increasing and monotonic across quintiles: Q1 calls generate negative

profits, whereas Q5 calls generate statistically precise positive profits. Note that the average

returns are the excess of the SPY returns. For the ∆ = 60-second latency, mean call-level

profits range from about −1.39% in Q1 to about 1.55% in Q5. These figures indicate that

segment-level reactions contains economically meaningful information about short-horizon
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price movements for a subset of calls controlling for the overall market condition. Second,

within each quintile, average profits decline slightly as latency increases from 30 to 60 to

90 seconds, consistent with the idea that faster reaction allows an investor to capture more

profit from the intra-call price discovery but the incorporation speed is fast enough so that

the return difference between reaction speed is not huge.

Text Heterogeneity: Where does textual content travel fastest?

To further test the robustness of fast content processing, I examine how the association

between textual content and quote-based returns varies across settings in which the infor-

mation processing environment may be different ex ante. Intuitively, if some investors who

trade relatively fast on information during the call (e.g., algorithmic traders) play a central

role in intra-call price discovery, then negative text should move prices more quickly in an

environment that facilitates attention, trading, and signal extraction. However, as noted

in the previous subsection, I am not trying to show which investors trade in earnings call

events.

I focus on three call-level proxies: (i) liquidity, (ii) information depth, and (iii) information

salience. For each horizon (ta, tb) ∈ {(0, 30), (30, 60), (60, 90), (90, 120)} seconds, I estimate

QuoteReturnc,s,ta,tb = α+β1NegTextc,s+β2(NegTextc,s×Zc)+γ′Xc,s+FE+εc,s,ta,tb , (3)

where QuoteReturnc,s,ta,tb is the 30-second interval quote return (bid-to-bid or ask-to-ask)

after segment s of call c; NegTextc,s is an indicator for negative textual sentiment; Zc denotes

a call-level heterogeneity proxy (turnover, analyst coverage, or earnings surprise); and Xc,s

is the same vector of segment-level controls as in Equation 1. FE includes call and year–

quarter fixed effects, and standard errors are clustered by call, firm (ticker), and trading

date. Voice variables are excluded in this section to isolate heterogeneity in the text–return

relation.

17



Specifically, High Turnover is a call-level dummy equal to one if the past quarter’s

turnover is above the same-quarter median; StdAnalysts is the within-quarter z-score of

ln(1 + number of analysts); and StdSurprise is the absolute value of the within-quarter z-

score of the earnings surprise (actual EPS minus the consensus forecast).

Expected results. Under Hypothesis 2, β1 < 0 and β2 < 0 in Equation 3 where environ-

ments that enhance the processing of content:

(i) Liquidity. Higher turnover reduces execution frictions and supports rapid quote

revision, so NegText×High Turnover should be most negative in the earliest window.

(ii) Information depth. Greater analyst coverage proxies for broader attention and

richer priors about the firm, so NegText × StdAnalysts should strengthen the negative

response soon after the segment.

(iii) Information salience. Larger absolute surprises attract greater attention and in-

crease the marginal value of processing each segment, so NegText×StdSurprise should be

negative, with effects potentially extending into later windows as traders digest the implica-

tions of highly surprising news.

[Insert Table 4 about here]

Turnover (liquidity)

High-turnover stocks display a faster initial adjustment on the ask (Panel B). The in-

teraction Neg Text × High Turnover is negative and significant in 0–30 seconds on the ask

(−0.240 basis points, t = −2.10), while later windows are small and insignificant. On the

bid (Panel A), the interaction is weaker overall, with a marginally negative loading in 0–30

seconds (−0.225 basis points, t = −1.73). This pattern suggests that profound liquidity

accelerates the processing speed of negative information into quote returns.
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Analyst coverage (information depth)

Higher analyst coverage strengthens the mapping from negative text to prices on the bid

side. The interaction Neg Text × StdAnalysts is significantly negative in 30–60 seconds on

bids (−0.174 basis points, t = −2.79), and remains modestly negative in 60–90 seconds. On

the ask side, the interaction is weaker but still negative and statistically significant in 60–90

seconds (−0.141 basis points, t = −1.98).

Earnings surprise (information salience)

Surprise magnitude steepens the response in later horizons. The interaction Neg Text

× StdSurprise is negative and significant on bids in 60–90 seconds (−0.155 basis points,

t = −2.94) and 90–120 seconds (−0.247 basis points, t = −3.54). The ask side shows the

same pattern in 60–90 seconds (−0.138 basis points, t = −2.54) and 90–120 seconds (−0.168

basis points, t = −3.10). Salient news therefore amplifies short-horizon revisions primarily

after the first one-minute, with the effect on both sides of the book.

With interval returns, heterogeneity is front-loaded in settings conducive to attention

and machine parsing. Liquidity speeds the very first ask-side adjustment (0–30s), analyst

coverage strengthens response on both sides, and larger absolute surprises magnify the 60–

120s revisions on both sides. These patterns reinforce Hypothesis 1 (prices adjust during the

call) and Hypothesis 2 (content moves prices quickly), with sharper responses when listeners

focus more on earnings call content).

5. Empirical Analysis on Vocal Tone

I now augment the baseline specification with vocal tone to test Hypotheses 2 and 3. The

goal is to assess (i) whether negative vocal tone has an incremental effect on short-horizon

quote-based returns once text is held fixed, and (ii) whether price reactions are amplified

when text and voice are jointly negative.
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Recall a simplified form of Equation 2:

Y = β0 + β1NegText+ β2NegV oice+ β3(NegText×NegV oice) +X,

where Y denotes the 30-second interval quote return over a given post-segment window and

X collects controls and fixed effects.

In this two-dummy specification, β1 captures the effect of negative text when voice is non-

negative. β2 captures the effect of negative voice when the text is non-negative (NegText =

0). The interaction coefficient β3 measures how the effect of negative text changes when the

voice is also negative. The implied “voice effect under bad text” is the linear combination

β2 + β3 (changing voice from non-negative to negative when text is negative). The implied

“text effect under negative voice” is β1 + β3 (changing text from non-negative to negative

when voice is negative). These linear combinations can be presented as follows:

Negative Text = 0 Negative Text = 1 Effect of Text | NegVoice

Negative Voice = 0 β0 β0 + β1

Negative Voice = 1 β0 + β2 β0 + β1 + β2 + β3 β1 + β3

Effect of Voice | NegText β2 + β3

Table 5 summarizes the estimated results from the regression in Equation 2. Panels

A (bid) and B (ask) report 30-second interval quote returns over 0–30, 30–60, 60–90, and

90–120 seconds after each segment.

[Insert Table 5 about here]

As in Table 2, text is incorporated quickly in Table 5. The coefficient on Neg Text

captures the effect of negative text when tone is non-negative, which also includes cases in

which negative content is delivered in a non-negative tone. In Panel A (bid returns), Neg

Text becomes negative and significant starting in the 30–60 second window and is largest in

60–90 seconds. In Panel B (ask returns), Neg Text is negative and significant from the first

20



30 seconds onward. Thus, adding vocal variables leaves the timing of text-based reactions

essentially unchanged, consistent with Hypothesis 2.

The coefficient on Neg Voice captures the effect of negative tone when text is non-

negative. The point estimates are generally positive but imprecise across windows. Overall,

this suggests that short-horizon quote-based returns are driven primarily by textual content,

with limited incremental contribution from vocal tone once text is held fixed.

Because the key objects of interest are linear combinations of the underlying coefficients,

the table below summarizes the implied effects for voice given negative text and text given

negative voice. I focus on two sets of linear combinations, β2 + β3 (voice effect) and β1 + β3

(text effect), and report t-statistics for convenience:

Panel A: Bid Returns (1) (2) (3) (4)

R[0-30] R[30-60] R[60-90] R[90-120]

Voice eff. (Text=1) -0.016 -0.146 0.481* -0.233

(-0.09) (-0.77) (1.85) (-0.99)

Text eff. (Voice=1) -0.049 -0.295 0.066 -0.502**

(-0.29) (-1.51) (0.30) (-2.17)

Panel B: Ask Returns (1) (2) (3) (4)

R[0-30] R[30-60] R[60-90] R[90-120]

Voice eff. (Text=1) 0.062 0.338* 0.326 -0.327

(0.31) (1.75) (1.50) (-1.42)

Text eff. (Voice=1) 0.005 0.050 -0.012 -0.645***

(0.03) (0.24) (-0.05) (-2.72)

Voice given negative text ( β2+β3 ). The row labeled Voice eff. (Text=1) reports β2+β3,

the effect of changing vocal tone from non-negative to negative when the text is negative.

In practice, the estimated Voice eff. (Text=1) coefficients are imprecise. In Panel A (bids),

the sums are statistically insignificant in all windows, with a marginally positive estimate

in 60–90 seconds (0.481 basis points, t = 1.85). In Panel B (asks), there is a marginally

positive estimate in 30–60 seconds (0.338 basis points, t = 1.75), but no consistent pattern

across horizons. Overall, there is no statistical evidence that switching to a negative tone,
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holding text fixed at negative, predicts short-horizon quote returns. Accordingly, I do not

reject the null that β2 + β3 = 0.

Text given negative voice ( β1 + β3 ). The row labeled Text eff. (Voice=1) reports

β1 + β3, the effect of changing textual sentiment from non-negative to negative when tone is

already negative. This linear combination captures whether the marginal effect of negative

text is stronger when delivery is negative. In Panel B (ask returns), the 90–120 second

estimate is large and significantly negative (β1 + β3 = −0.645 basis points, t = −2.72). In

Panel A (bid returns), the same window is also significantly negative (β1 + β3 = −0.502

basis points, t = −2.17). Earlier windows are smaller and statistically insignificant. Thus,

conditional on negative tone, switching text from non-negative to negative generates an

additional downward reaction that is concentrated in the final 30-second window.

Taken together, the results indicate that textual content is the primary driver of short-

horizon price adjustment. Conditional on negative tone, switching text from non-negative

to negative (β1+β3 ) produces a sizable additional downward reaction in the 90–120 second

window on both the bid and ask sides. In contrast, conditional on negative text, switching

tone from non-negative to negative (β2+β3 ) has no robust impact across windows. Thus, the

incremental role of delivery in this setting operates mainly through cross-modal agreement

that strengthens the text effect at longer horizons when tone is negative, rather than through

a standalone voice effect once text is held fixed. In timing terms, content is incorporated

first, while delivery-related information contributes later and only through its interaction

with content, consistent with Hypotheses 2 and 3.

Existing work documents that vocal tone matters for asset prices at daily horizons and

using call-level measures (e.g., Mayew and Venkatachalam, 2012; Gómez-Cram and Grotte-

ria, 2022; Gorodnichenko et al., 2023). The weaker incremental voice effects here may reflect

structural differences between settings: I study segment-level price reactions in extended-

hours trading using high-frequency quote returns, whereas prior studies typically focus on
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call-level or day-level returns. In addition, I condition on textual sentiment and isolate nar-

row intraday windows, so my estimates speak specifically to the incremental contribution

and timing of voice, rather than to the overall effect of vocal tone at coarser horizons.

Voice Heterogeneity: When does vocal delivery matter?

This subsection examines cross-sectional heterogeneity in the pricing of vocal delivery.

Equation 4 extends the baseline specification in Equation 2 by interacting the text, voice,

and alignment terms with a heterogeneity proxy Z:

QuoteReturn = β0 + β1NegText+ β2NegV oice+ β3(NegText ·NegV oice)

+ β4(NegText · Z) + β5(NegV oice · Z) + β6(NegText ·NegV oice · Z)

+ γX + FE + ϵ,

(4)

where Z is a call-level heterogeneity proxy, X is a vector of segment-level controls, FE

includes the same fixed effects as the baseline specification, and standard errors are clustered

by call, firm (ticker), and trading date.

I consider two sources of heterogeneity. First, the communication format may affect the

salience of delivery cues. Q&A often contains more incremental and less scripted information

than prepared presentation (e.g., Matsumoto et al., 2011; Jiang et al., 2012), which may make

managers’ delivery more informative or easier for listeners to interpret in real time. Second,

delivery-related effects may depend on acoustic frictions and transcription quality. Prior

work shows that call-level audio quality is associated with stronger market reactions and

that poor audio is more prevalent in negative news (e.g., Baik et al., 2024; Call et al., 2023).

If delivery cues require higher-quality audio to decode, alignment effects may attenuate as

audio quality deteriorates.

Communication format is captured by an indicator for Q&A segments. Acoustic frictions

are proxied by the within-quarter standardized word-error rate (StdWER), where higher
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values indicate noisier audio. Panel A reports bid returns and Panel B reports ask returns

over 0–30, 30–60, 60–90, and 90–120 seconds after each segment.

Communication format

[Insert Table 6 about here]

The Q&A differs from the management presentation because analysts can probe issues not

covered in prepared presentation (e.g., Matsumoto et al., 2011). Table 6 tests whether text–

voice alignment is priced differently across sessions using the triple interaction NegText ×

NegV oice×IsQ&A. In Panel A (bid), the triple interaction is at most weakly significant at

0–30 seconds. In Panel B (ask), it is significantly negative at short horizons, indicating that

alignment is priced more strongly and earlier in Q&A than in the prepared presentation.

I then report session differences in the two conditional effects emphasized above: (i) the

incremental effect of voice when text is negative, and (ii) the incremental effect of text when

voice is negative. The Q&A-minus-prepared difference for Voice|Text=1 equals the sum of

(NegV oice× IsQ&A) and (NegText×NegV oice× IsQ&A). The corresponding difference

for Text|Voice=1 equals the sum of (NegText × IsQ&A) and (NegText × NegV oice ×

IsQ&A).
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Panel A: Bid Returns (1) (2) (3) (4)

R[0-30] R[30-60] R[60-90] R[90-120]

Neg Text=1 × Neg Voice=1 × Is Q&A=1 -0.627∗ 0.399 -0.078 -0.186

(-1.79) (0.95) (-0.14) (-0.41)

Voice eff. (Text=1): QA-nonQA -0.464 0.291 -0.233 -0.285

(-1.27) (0.62) (-0.39) (-0.69)

Text eff. (Voice=1): QA-nonQA -0.526 0.849∗∗ 0.293 0.045

(-1.56) (2.03) (0.54) (0.10)

Panel B: Ask Returns (1) (2) (3) (4)

R[0-30] R[30-60] R[60-90] R[90-120]

Neg Text=1 × Neg Voice=1 × Is Q&A=1 -1.027∗∗ 0.614 -0.023 -0.285

(-2.35) (1.28) (-0.05) (-0.54)

Voice eff. (Text=1): QA-nonQA -1.012∗∗ 0.496 -0.210 -0.339

(-2.57) (1.00) (-0.37) (-0.74)

Text eff. (Voice=1): QA-nonQA -0.843∗∗ 0.941∗ 0.190 -0.019

(-2.02) (1.94) (0.39) (-0.04)

On the ask side (Panel B), Q&A intensifies very short-horizon alignment effects relative

to the prepared session. In the first 30 seconds, the Q&A-minus-prepared difference in

Voice|Text=1 is −1.012 bps (t = −2.57), and the corresponding difference in Text|Voice=1

is −0.843 bps (t = −2.02). The triple interaction NegText × NegV oice × IsQ&A is also

significantly negative in the 0–30 second window (−1.027 bps, t = −2.35). Together, these

estimates indicate that, in Q&A, alignment between negative tone and negative text is

incorporated more quickly on the ask side. At longer horizons, the Q&A-minus-prepared

gaps become statistically insignificant.

On the bid side (Panel A), session differences are weaker. The 0–30 second triple in-

teraction is marginally significant (−0.627 bps, t = −1.79), but the Q&A-minus-prepared

differences in Voice|Text=1 and Text|Voice=1 are statistically indistinguishable from zero

(−0.464, t = −1.27; −0.526, t = −1.56). Overall, the evidence of faster pricing of text–voice

alignment in Q&A is concentrated on the ask side and at very short horizons.
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Acoustic friction

[Insert Table 7 about here]

As in the previous subsection, I first ask whether text–voice alignment is priced differently

as audio quality deteriorates. In the triple-interaction specification with standardized call-

level WER (z), the conditional text effect given negative tone and audio quality is a linear

combination of the baseline text terms and their interactions with z.7 I evaluate these effects

at z ∈ {−1, 0,+1}, corresponding to good, average, and poor audio quality.

z = −1 (Good) z = 0 z = +1 (Bad)

Text Effect -0.975*** -0.590** -0.205

(-3.14) (-2.49) (-0.61)

Voice Effect -0.589* -0.281 0.027

(-1.86) (-1.23) (0.09)

When tone is already negative, the marginal effect of negative text is largest under

good audio (z = −1: −0.975 bps, t = −3.14), smaller at average audio (z = 0: −0.590

bps, t = −2.49), and statistically indistinguishable from zero when audio is poor (z = +1:

−0.205 bps, t = −0.61). Conditional on negative text, adding a negative tone is at best

weakly negative even under good audio (−0.589 bps, t = −1.86) and becomes negligible

as audio degrades. Together, these results indicate that acoustic frictions primarily blunt

the delayed text effect under negative tone in the 90–120 second ask window, while the

incremental voice effect conditional on text remains modest.

Beyond alignment, poor audio quality may increase noise in the transcription process

and attenuate the fast text channel. The interaction term Neg Text × StdWER at Table 7

is positive and statistically significant at Column (2) of Panel A and Panel B. Thus, one

standard deviation increase in StdWER (i.e., the audio quality gets worse) implies that

7The conditional text effect given negative tone and audio quality z is obtained by summing the coefficients
on Neg Text and Neg Text × Neg Voice, plus z times the coefficients on Neg Text × StdWER and Neg Text
× Neg Voice × StdWER. Similarly, the conditional voice effect given negative text and audio quality z is
obtained by summing the coefficients on Neg Voice and Neg Text × Neg Voice, plus z times the coefficients
on Neg Voice × StdWER and Neg Text × Neg Voice × StdWER.
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negative quote returns over 30–60 seconds shrink from −0.137 to roughly −0.137 + 0.142 =

0.005 basis points on the bid, and from −0.093 to roughly −0.093+0.150 = 0.057 basis points

on the ask, when vocal tone is non-negative. In other words, harder-to-parse audio slows or

even momentarily neutralizes the text channel over the first minute. For the negative vocal

tone, the corresponding linear combination is Neg Text × StdWER + Neg Text × Neg Voice

× StdWER. However, Neg Text × Neg Voice × StdWER is statistically insignificant at 30–60

seconds on bid and ask sides, implying no reliable evidence that audio quality differentially

alters the alignment margin at that horizon. The qualitative message is the same: poor audio

mitigates the short-run pricing of textual information, and any extra weakening specific to

text–voice agreement is confined to longer horizons on the ask side.

6. Discussion

This section presents robustness checks and auxiliary analyses for the main results. I first

examine whether the findings are robust to the choice of return horizon, then conduct a tim-

ing placebo test, study asymmetry in textual content, and consider alternative explanations

based on call-level mechanisms.

Choice of Return Interval

A natural concern with high-frequency return measures is that the findings may depend

on the chosen aggregation interval. Shorter intervals better localize the timing of price

adjustment but may amplify microstructure noise, whereas longer intervals smooth noise

but risk averaging over multiple information arrivals. In the main analysis, I use 30-second

quote returns to capture segment-level reactions in extended-hours trading. This subsection

examines whether the main patterns are robust when returns are measured over one-minute

intervals.

If negative textual content contains incremental information that is incorporated into
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prices over the next few minutes, the coefficient on Neg Text should remain negative when

I aggregate returns to the one-minute level. At the same time, any very short-lived mi-

crostructure effects should attenuate as the horizon lengthens.

[Insert Table 8 about here]

Table 8 reports cross-sectional regressions of one-minute quote returns on segment-level

text variables and controls. Panel A uses bid-side returns and Panel B uses ask-side returns.

Across Columns (1)–(3), the coefficient on Neg Text is negative and statistically significant

for both bid and ask returns, indicating that segments with negative textual content are

followed by lower prices over the next 0–60, 60–120, and 120–180 seconds. The magnitudes

are largest in the 60–120 second window, suggesting that most adjustment occurs within

the first two minutes. By 180–240 seconds, the coefficient remains negative but is no longer

statistically distinguishable from zero, indicating that the bulk of the reaction is completed

within roughly three minutes.

The segment controls (listenability, length, complexity, and position within the call) do

not overturn this pattern. Overall, the table confirms that the central result for negative text

is not an artifact of using 30-second returns: the sign, significance, and qualitative timing of

the reaction remain when returns are measured at the one-minute frequency. Given that the

typical segment lasts only a few seconds, I retain 30-second intervals in the main analysis to

better align the return horizon with the granularity of the information flow.

Timing Placebo

An alternative explanation for the main results is that they reflect pre-existing within-

call price variation rather than the reaction from information contained in the segment

itself. In particular, segments classified as negative may simply occur after quotes have

already begun to move downward, making the post-segment return regressions harder to

interpret as evidence of information arrival. To examine this possibility, Table 9 re-estimates
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the baseline specification using quote returns measured before the segment begins, rather

than after it ends. Specifically, I use bid- and ask-side returns over the pre-speech windows

[−180,−120], [−120,−60], and [−60,−30] seconds relative to segment start, as well as the

cumulative return over [−180,−30], while retaining the same controls, fixed effects, and

matched-window SPY return. The final 30 seconds immediately before segment start are

excluded because this interval is the most susceptible to timestamp imprecision and carryover

effects from the preceding segment, making it less suitable as a clean placebo window.

[Insert Table 9 about here]

Across both the bid and ask sides, the coefficients on Neg Text are small and statistically

indistinguishable from zero in all specifications. These placebo results indicate that negative

textual sentiment does not merely proxy for price movements already underway before the

segment starts. Taken together, the evidence supports the timing interpretation of the main

results: quote adjustment occurs after negative content is spoken, rather than before.

Does Positive Information Matter?

Prior work argues that positive tone in earnings communications is often less informa-

tive because managers strategically manage language (e.g., Loughran and McDonald, 2011;

Mayew and Venkatachalam, 2012; Cao et al., 2023). These findings are typically based on

call-level measures; it is therefore useful to test whether the same asymmetry holds at the

segment level.

[Insert Table 10 about here]

Table 10 confirms that the asymmetry persists at the segment level. The specification is

analogous to Equation 1, except that neutral segments serve as the omitted category. Neg-

Text indicates negative textual sentiment and PosText indicates positive textual sentiment

(following Huang et al., 2023). The coefficient on NegText is negative and statistically sig-

nificant, while the coefficient on PosText is not statistically distinguishable from zero across
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windows. The magnitude of the NegText coefficients is comparable to that in Table 2. Over-

all, segment-level price responses are concentrated in negative content rather than positive

content.

Alternative Explanations

The main results interpret short-horizon, segment-level quote returns as evidence of

within-call information processing. It is therefore important to consider alternative expla-

nations that do not rely on an information channel. In particular, differences across the

return-sorted call groups (Q1–Q5, defined above) could, in principle, reflect (i) differences in

call and firm characteristics or (ii) transitory liquidity conditions. This subsection evaluates

each channel in turn, using the same call-level excess return measure ret60vw from Table 3

and its associated quintile classification. Throughout, call-level returns are excess returns

relative to the SPY ETF.

Call and Firm Characteristics

A related concern is that the call-level return quintiles may proxy for observable firm

characteristics rather than within-call processing. For example, return differences could be

concentrated among large, highly liquid, or high-surprise firms. To assess this possibility, I

compare call- and firm-level characteristics across the return-sorted quintiles from Table 3.

[Insert Table 11 about here]

Table 11 reports mean values of call- and firm-level variables by return quintile. Call

length, word-error rate, and the gap (hours) between the earnings release and the call are

similar across Q1 and Q5. Earnings surprise and analyst coverage also exhibit no large

differences across the extremes. At the firm level, assets and lagged turnover are broadly

comparable across quintiles. These patterns suggest that the call-level return differences are

unlikely to be driven by comovement in these observable characteristics.
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Liquidity

Another alternative explanation is a liquidity-shock channel: negative segments could

coincide with temporary order imbalances or deteriorating market conditions that widen

spreads and generate short-run quote movements even absent new information. To evaluate

this channel, I test whether quoted spreads systematically widen following negative segments.

I focus on the quoted bid–ask spread, a standard measure of trading costs and market

liquidity. Let the spread at time t be defined as

Spreadt = 10,000× Askt −Bidt
Midt

,

so that the spread is measured in basis points of the midquote. For call c and segment s, I

compute the change in the spread over a window from ta to tb seconds after the end of the

segment as

∆Spreadc,s,ta,tb = Spreadc,s,tb − Spreadc,s,ta .

Positive values indicate a widening of the spread.

[Insert Table 12 about here]

Table 12 reports cross-sectional regressions of spread changes on segment-level text and

voice variables, using the same controls and fixed effects as in the baseline return regressions.

Across all four horizons, the coefficients on Neg Text are small in magnitude and statistically

indistinguishable from zero. When Neg Voice and the interaction term are included, a few

coefficients become marginally significant, but their magnitudes remain economically small

relative to typical spread levels. Taken together, these results suggest that the segment-

level return patterns are unlikely to be driven by systematic spread widening and are more

consistent with prices adjusting to information contained in the text and delivery.
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Release of ChatGPT & Information Processing

A recent shift in information processing is the public launch of ChatGPT by OpenAI,

announced at 6:02 PM EST on November 30, 2022.8 ChatGPT and generative AI more

broadly has been rapidly adopted in academia and industry (see Eisfeldt and Schubert, 2025).

Compared with typical locally trained machine-learning models, ChatGPT can leverage very

large pretraining corpora and perform accurate text classification at low fixed cost. As a

result, it represents a substantial improvement in the off-the-shelf information processing

technology available to investors and data vendors. At the same time, relying on an external

service can introduce additional latency relative to fully local models.

If investors (or data vendors serving them) begin to use ChatGPT-like tools to parse

conference-call text in real time, two effects are plausible ex ante. First, improved clas-

sification accuracy and broader coverage should strengthen the cross-sectional association

between negative text and subsequent returns. Second, because access to external models

involves communication and processing delays, there is no clear reason to expect faster price

adjustment at sub-minute horizons. In other words, we might expect a larger magnitude of

the Neg Text effect, but not necessarily an earlier timing of the reaction.

To test this idea, I define an indicator PostGPT that equals one for calls held after

November 30, 2022, and interact it with the negative-text indicator. I then re-estimate the

30-second return regressions from the main analysis, allowing the effect of Neg Text to differ

between the pre- and post-ChatGPT periods.

[Insert Table 13 about here]

Table 13 compares pre- and post-ChatGPT periods. The coefficient on Neg Text captures

the pre-ChatGPT effect of negative text on subsequent quote returns, and the interaction

term Neg Text × PostGPT measures the change in this effect after the launch. Across the

first three 30-second windows (0–30, 30–60, and 60–90 seconds), the interaction is statis-

8See https://x.com/OpenAI/status/1598014522098208769 or https://openai.com/index/chatgpt.
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tically indistinguishable from zero on both the bid and ask sides, indicating no detectable

acceleration in the speed of price adjustment.

In the 90–120 second window (Column 4), however, the interaction becomes significantly

negative for both bid and ask returns. The implied post-ChatGPT effect of negative text in

this late window is roughly 0.5 basis points more negative than in the pre-period. Thus, after

the introduction of ChatGPT, the overall reaction to negative textual content is larger in

the later part of the two-minute window but not faster in the earlier sub-minute bins. This

pattern is consistent with a magnitude—rather than timing—shift in segment-level price

discovery, as would arise if external AI tools improve classification and coverage but do not

materially reduce execution latency.

7. Conclusion

This paper develops a segment-level framework to study how spoken information from

earnings calls maps into prices. By aligning audio to text, matching speakers, and measuring

textual sentiment and vocal tone at the segment level, I link each utterance to bid-to-bid

and ask-to-ask quote returns in short, non-overlapping windows. This design isolates when

each segment is impounded and separates the roles of what is said and how it is said.

Three findings stand out. First, negative text is priced at short horizons. Ask quotes

move within the first 30 seconds after a negative segment and bids follow in the next 30

seconds, with effects that persist through two minutes. These patterns are robust across

specifications and are stronger where machine processing should be most active: in stocks

with higher turnover, in firms with more analyst coverage, and when earnings surprises are

larger. Using interval rather than cumulative returns is key for localizing this timing.

Second, vocal tone on its own is not a reliable short-horizon driver once text is held fixed.

The economically relevant margin is agreement with the text. When tone and negative text

align, ask-side declines intensify at 90–120 seconds, and this amplification is most pronounced
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during the Q&A session, where unscripted exchanges make delivery more salient. In line with

slower human processing of paralinguistic cues, the voice contribution arrives after the initial

text-driven move.

Third, acoustic conditions shape both channels. Poorer audio quality weakens the 30–60

second response to negative text and attenuates the late agreement effect on the ask side.

These results tie the measured timing to the frictions listeners face when parsing tone and

suggest that the integration of vocal cues depends on whether the audio is easy to process.

Two caveats merit emphasis. The emotion classifier is trained outside the earnings-call

domain, which can understate domain-specific nuance in vocal delivery. In addition, the

interpretation that rapid text effects reflect machine trading and slower tone effects reflect

human processing is consistent with, but does not identify, trading technology. Future

work can strengthen identification by exploiting exogenous variation in audio quality or call

logistics, by combining segment-level signals with investor-level order data, and by testing

alternative representations of prosody beyond discrete emotion labels.

Overall, the evidence shows that “what is said” is absorbed within seconds and that “how

it is said” matters when it agrees with negative content and when conversational context

elevates delivery. Segment-level analysis provides a tractable way to measure the speed and

interaction of text and voice, complementing call-level studies and opening new avenues for

research on real-time price discovery during spoken disclosures.
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Table 1: Summary Statistics
Notes. This table presents summary statistics. Only segments with at least 0.5 seconds
length spoken by executives are included in the sample. All reported ratio variables in this
table are winsorized at 1/99 percentiles. See Table A.1 for variable definitions.

Panel A: Segment-level Summary
N Mean Std. Dev. Min Max

Bid Return[0,30] 1,328,801 -0.070 16.403 -71.982 64.309
Bid Return[30,60] 1,328,918 -0.046 16.487 -71.733 65.207
Bid Return[60,90] 1,329,024 -0.051 16.676 -72.993 66.157
Bid Return[90,120] 1,329,121 -0.054 16.775 -73.440 66.419
Ask Return[0,30] 1,328,801 -0.217 16.534 -67.950 70.340
Ask Return[30,60] 1,328,918 -0.230 16.656 -68.415 70.605
Ask Return[60,90] 1,329,024 -0.211 16.795 -68.847 71.384
Ask Return[90,120] 1,329,121 -0.231 16.943 -69.565 71.828
RelSpread[0,30] 1,328,801 -0.001 0.155 -0.619 0.674
RelSpread[30,60] 1,328,918 -0.001 0.155 -0.625 0.669
RelSpread[60,90] 1,329,024 -0.001 0.155 -0.621 0.673
RelSpread[90,120] 1,329,121 -0.001 0.155 -0.624 0.675
SPY Return[0,30] 1,332,107 -0.007 1.347 -4.908 4.888
SPY Return[30,60] 1,332,107 -0.007 1.350 -4.930 4.921
SPY Return[60,90] 1,332,107 -0.007 1.356 -4.960 4.942
SPY Return[90,120] 1,332,107 -0.009 1.362 -4.987 4.963
Listenability 1,332,067 0.773 0.093 0.000 0.999
SegmentLength (sec) 1,332,107 6.024 4.069 0.500 29.903
TextLength (words) 1,332,107 17.275 10.452 1.000 223.000
Fog Index 1,332,107 11.715 6.202 0.000 89.380
EC-Seg gap (sec) 1,332,107 1676.141 1075.113 0.500 5347.135
TextSent 1,332,107 0.286 0.604 -1.000 1.000
VocalTone 1,332,107 0.058 0.421 -1.000 1.000
Neg Text 1,332,107 0.080 0.272 0.000 1.000
Neg Voice 1,332,107 0.061 0.240 0.000 1.000
Neg Text & Neg Voice 1,332,107 0.005 0.070 0.000 1.000

Panel B: Call-level Summary
N Mean Std. Dev. Min Max

CallLength (min) 3,415 59.279 9.976 23.318 89.984
Word Error Rate 3,415 0.096 0.032 0.031 0.483
ER-EC gap (hr) 3,415 1.884 3.449 0.017 20.000
Earnings Surprise 3,415 0.076 0.474 -9.457 7.200
Analyst Coverage 3,415 28.355 11.045 1.000 82.000
Past Assets 3,415 71521.060 96797.920 13.891 648349.000
Past Turnover 3,412 786602.947 995070.456 1152.490 18622915.105
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Table 2: Segment-Level Price Discovery and Textual Sentiment
Notes. This table reports cross-sectional quote returns after the end of each segment. The
dependent variable in Columns (1)–(4) is the quote return over the indicated 30-second inter-
val, computed from best-bid quotes (Panel A) or best-ask quotes (Panel B). All continuous
variables are winsorized at the 1st and 99th percentiles. Standard errors are clustered by
call, firm (ticker), and trading date. Neg Text is an indicator that a segment is classified as
having negative sentiment by Huang et al. (2023). Controls are defined in Table A.1. All
regressions include call and year–quarter fixed effects and use the same set of controls across
columns. Coefficients are reported in basis points; ∗, ∗∗, and ∗∗∗ denote significance at the
10%, 5%, and 1% levels, respectively.

Panel A: Bid Returns (1) (2) (3) (4)
R[0-30] R[30-60] R[60-90] R[90-120]

Neg Text=1 -0.094 -0.149∗∗ -0.247∗∗∗ -0.144∗∗

(-1.45) (-2.36) (-3.60) (-2.20)

Listenability 0.184 -0.534 -0.058 -0.675∗

(0.54) (-1.43) (-0.14) (-1.79)

SegmentLength (sec) 0.014 -0.120 -0.024 0.079
(0.16) (-1.36) (-0.30) (0.94)

TextLength (words) -0.008 0.091 -0.010 -0.075
(-0.10) (1.19) (-0.14) (-0.94)

FogIndex 0.022 0.039 0.006 0.029
(0.57) (0.96) (0.18) (0.86)

EC-Seg Gap -0.083∗∗∗ -0.050∗ -0.050∗ -0.018
(-2.94) (-1.75) (-1.76) (-0.64)

SPY return 0.173∗∗∗ 0.194∗∗∗ 0.210∗∗∗ 0.223∗∗∗

(3.73) (4.17) (4.51) (4.69)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.012 0.012 0.012 0.012
Observations 1,328,761 1,328,878 1,328,984 1,329,081

Panel B: Ask Returns (1) (2) (3) (4)
R[0-30] R[30-60] R[60-90] R[90-120]

Neg Text=1 -0.140∗∗ -0.085 -0.165∗∗ -0.130∗∗

(-2.09) (-1.53) (-2.32) (-2.30)

Listenability -0.459 -0.178 -0.133 -0.492
(-1.25) (-0.50) (-0.38) (-1.23)

SegmentLength (sec) 0.033 0.011 0.133∗ 0.011
(0.47) (0.15) (1.77) (0.12)

TextLength (words) 0.017 0.005 -0.184∗∗ -0.019
(0.26) (0.08) (-2.60) (-0.25)

FogIndex -0.002 0.029 0.040 0.034
(-0.07) (0.68) (1.15) (0.97)

EC-Seg Gap -0.065∗∗ -0.047 -0.051∗ -0.033
(-2.28) (-1.63) (-1.83) (-1.14)

SPY return 0.187∗∗∗ 0.184∗∗∗ 0.205∗∗∗ 0.203∗∗∗

(4.12) (4.12) (4.34) (4.20)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.011 0.012 0.012 0.012
Observations 1,328,761 1,328,878 1,328,984 1,329,081
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Table 3: Economic Magnitude of Intra-Call Price Discovery
Notes. This table quantifies the economic magnitude of intra-call price discovery using
simulated profits from a simple short-selling strategy based on segment-level negative text.
Following each segment flagged as negative, the strategy enters (or re-enters) a short position
after a latency of ∆ ∈ {30, 60, 90} seconds to approximate signal-processing and execution
delay. The position is closed two minutes after the end of the last segment of the call. Call-
level profits are computed using NBBO midquotes and are reported net of the SPY ETF
return over the same call window. Calls are sorted into quintiles (Q1–Q5) based on call-
level profits under the ∆ = 60 strategy, and the table reports average profits by quintile for
∆ = 30, 60, and 90. Profits are expressed as a percentage of notional; bracketed values are
95% confidence intervals. The simulation ignores transaction costs and short-sale frictions,
so the reported numbers should be interpreted as upper bounds on implementable trading
profits.

∆ 30 ∆ 60 ∆ 90 N

mean CI mean CI mean CI

Q1 -1.42% [-1.51%, -1.33%] -1.39% [-1.48%, -1.31%] -1.37% [-1.46%, -1.28%] 522
Q2 -0.28% [-0.29%, -0.26%] -0.27% [-0.28%, -0.26%] -0.27% [-0.28%, -0.26%] 522
Q3 0.05% [0.04%, 0.05%] 0.04% [0.04%, 0.05%] 0.04% [0.04%, 0.05%] 522
Q4 0.38% [0.37%, 0.39%] 0.37% [0.36%, 0.38%] 0.37% [0.36%, 0.38%] 522
Q5 1.58% [1.47%, 1.68%] 1.55% [1.45%, 1.66%] 1.53% [1.43%, 1.63%] 522
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Table 4: Textual Heterogeneity by Liquidity, Coverage, and Surprise
Notes. This table reports cross-sectional regressions of 30-second interval quote returns on
segment-level negative text and call-level heterogeneity proxies. The dependent variable in
Columns (1)–(4) is the quote return over the indicated 30-second window, computed from
best-bid quotes (Panel A) or best-ask quotes (Panel B). Neg Text indicates that the segment’s
textual sentiment is negative. Each panel introduces one heterogeneity proxy Z at a time
and interacts it with Neg Text. High Turnover equals one if the firm’s share turnover in the
past quarter is above the within-quarter median. StdAnalysts is the within-quarter z-score of
ln(1 +Analysts). StdSurprise is the within-quarter z-score of the absolute earnings surprise
(actual EPS minus the consensus forecast). Control variables follow Table 2. All regressions
include call and year–quarter fixed effects and use the same set of controls across columns.
Coefficients are reported in basis points; ∗, ∗∗, and ∗∗∗ denote significance at the 10%, 5%,
and 1% levels, respectively.

Panel A: Bid Returns (1) (2) (3) (4)
[0-30] [30-60] [60-90] [90-120]

Neg Text=1 0.019 -0.094 -0.198∗∗ -0.098
(0.24) (-1.16) (-2.27) (-1.26)

Neg Text=1 × High turnover=1 -0.225∗ -0.108 -0.099 -0.092
(-1.73) (-0.89) (-0.71) (-0.73)

Neg Text=1 -0.095 -0.155∗∗ -0.252∗∗∗ -0.146∗∗

(-1.46) (-2.51) (-3.67) (-2.21)

Neg Text=1 × StdAnalysts -0.010 -0.174∗∗∗ -0.133∗ -0.045
(-0.17) (-2.79) (-1.73) (-0.69)

Neg Text=1 -0.101 -0.148∗∗ -0.177∗∗ -0.032
(-1.39) (-2.10) (-2.37) (-0.46)

Neg Text=1 × StdSurprise 0.014 -0.002 -0.155∗∗∗ -0.247∗∗∗

(0.31) (-0.03) (-2.94) (-3.54)

Controls Yes Yes Yes Yes
Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
Observations 1,328,761 1,328,878 1,328,984 1,329,081

Panel B: Ask Returns (1) (2) (3) (4)
[0-30] [30-60] [60-90] [90-120]

Neg Text=1 -0.019 -0.033 -0.151∗ -0.130∗∗

(-0.23) (-0.41) (-1.98) (-2.02)

Neg Text=1 × High turnover=1 -0.240∗∗ -0.103 -0.028 0.001
(-2.10) (-0.93) (-0.20) (0.01)

Neg Text=1 -0.137∗∗ -0.088 -0.170∗∗ -0.132∗∗

(-2.05) (-1.57) (-2.38) (-2.36)

Neg Text=1 × StdAnalysts 0.079 -0.099 -0.141∗∗ -0.067
(1.29) (-1.55) (-1.98) (-1.00)

Neg Text=1 -0.138∗ -0.067 -0.103 -0.054
(-1.94) (-1.02) (-1.37) (-0.92)

Neg Text=1 × StdSurprise -0.003 -0.040 -0.138∗∗ -0.168∗∗∗

(-0.06) (-0.66) (-2.54) (-3.10)

Controls Yes Yes Yes Yes
Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
Observations 1,328,761 1,328,878 1,328,984 1,329,081
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Table 5: Segment-Level Price Discovery with Text Sentiment and Vocal Tone
Notes. This table reports cross-sectional regressions of 30-second interval quote returns after
the end of each segment. The dependent variable in Columns (1)–(4) is the quote return over
the indicated 30-second window, computed either from best-bid quotes (Panel A) or best-
ask quotes (Panel B). Neg Text is a dummy variable that indicates a segment is classified
as having negative sentiment by Huang et al. (2023). Neg Voice is an indicator that the
segment’s vocal tone is classified as negative by the pre-trained emotion model. Controls are
defined in Table A.1. All regressions include call and year–quarter fixed effects and use the
same set of controls across columns. Coefficients are reported in basis points; ∗, ∗∗, and ∗∗∗

denote significance at the 10%, 5%, and 1% levels, respectively. Standard errors are clustered
by call, firm, and trading date.

Panel A: Bid Returns (1) (2) (3) (4)
R[0-30] R[30-60] R[60-90] R[90-120]

Neg Text=1 -0.097 -0.139∗∗ -0.269∗∗∗ -0.121∗

(-1.43) (-2.17) (-3.74) (-1.82)

Neg Voice=1 -0.065 0.009 0.146∗ 0.148∗

(-0.79) (0.10) (1.68) (1.87)

Neg Text=1 × Neg Voice=1 0.049 -0.155 0.335 -0.380
(0.27) (-0.79) (1.43) (-1.63)

Listenability 0.194 -0.534 -0.084 -0.697∗

(0.57) (-1.44) (-0.21) (-1.84)

SegmentLength (sec) 0.014 -0.120 -0.024 0.079
(0.16) (-1.36) (-0.30) (0.93)

TextLength (words) -0.008 0.091 -0.009 -0.073
(-0.11) (1.19) (-0.11) (-0.93)

FogIndex 0.022 0.039 0.007 0.030
(0.55) (0.96) (0.22) (0.89)

EC-Seg Gap -0.083∗∗∗ -0.050∗ -0.049∗ -0.017
(-2.95) (-1.74) (-1.72) (-0.61)

SPY return 0.173∗∗∗ 0.194∗∗∗ 0.210∗∗∗ 0.223∗∗∗

(3.73) (4.17) (4.51) (4.70)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.012 0.012 0.012 0.012
Observations 1,328,761 1,328,878 1,328,984 1,329,081

Panel B: Ask Returns (1) (2) (3) (4)
R[0-30] R[30-60] R[60-90] R[90-120]

Neg Text=1 -0.149∗∗ -0.095∗ -0.177∗∗ -0.097∗

(-2.14) (-1.68) (-2.43) (-1.72)

Neg Voice=1 -0.093 0.193∗∗ 0.161∗ 0.221∗∗∗

(-1.26) (2.19) (1.87) (3.00)

Neg Text=1 × Neg Voice=1 0.154 0.145 0.165 -0.548∗∗

(0.74) (0.68) (0.75) (-2.31)

Listenability -0.444 -0.211 -0.161 -0.525
(-1.21) (-0.59) (-0.46) (-1.31)

SegmentLength (sec) 0.033 0.011 0.133∗ 0.011
(0.47) (0.15) (1.77) (0.12)

TextLength (words) 0.016 0.008 -0.182∗∗ -0.017
(0.25) (0.12) (-2.58) (-0.22)

FogIndex -0.003 0.031 0.041 0.036
(-0.08) (0.72) (1.19) (1.02)

EC-Seg Gap -0.066∗∗ -0.045 -0.050∗ -0.032
(-2.30) (-1.57) (-1.78) (-1.09)

SPY return 0.187∗∗∗ 0.184∗∗∗ 0.205∗∗∗ 0.203∗∗∗

(4.12) (4.12) (4.34) (4.20)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.011 0.012 0.012 0.012
Observations 1,328,761 1,328,878 1,328,984 1,329,081
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Table 6: Heterogeneity by the Session (Prepared vs Q&A)
Notes. This table reports cross-sectional regressions of 30-second interval quote returns after
the end of each segment. The dependent variable is the quote return over the indicated
30-second window, computed from best-bid quotes (Panel A) or best-ask quotes (Panel B).
Neg Text and Neg Voice are indicators for negative textual sentiment and negative vocal
tone, respectively. Is Q&A equals one for Q&A segments and zero for prepared segments.
The specification includes interactions among Neg Text, Neg Voice, and Is Q&A. Control
variables are the same as in Table 5 and are defined in Table A.1. All regressions include call
and year–quarter fixed effects and use the same set of controls across columns. Coefficients
are reported in basis points; ∗, ∗∗, and ∗∗∗ denote significance at the 10%, 5%, and 1% levels,
respectively. Standard errors are clustered by call, firm, and trading date.

Panel A: Bid Returns (1) (2) (3) (4)
R[0-30] R[30-60] R[60-90] R[90-120]

Neg Text=1 -0.139 -0.351∗∗∗ -0.444∗∗∗ -0.230∗∗

(-1.31) (-3.41) (-4.13) (-2.21)

Neg Voice=1 -0.119 0.070 0.223∗ 0.199
(-1.05) (0.58) (1.73) (1.37)

Neg Text=1 × Neg Voice=1 0.297 -0.250 0.404 -0.287
(1.36) (-1.00) (1.15) (-1.03)

Is Q&A=1 0.152 0.190∗ 0.140 0.108
(1.42) (1.72) (1.23) (1.00)

Neg Text=1 × Is Q&A=1 0.101 0.450∗∗∗ 0.371∗∗ 0.231
(0.64) (3.17) (2.43) (1.51)

Neg Voice=1 × Is Q&A=1 0.163 -0.108 -0.156 -0.099
(1.02) (-0.66) (-0.87) (-0.51)

Neg Text=1 × Neg Voice=1 × Is Q&A=1 -0.627∗ 0.399 -0.078 -0.186
(-1.79) (0.95) (-0.14) (-0.41)

Listenability 0.233 -0.482 -0.042 -0.664∗

(0.68) (-1.27) (-0.10) (-1.74)

SegmentLength (sec) 0.034 -0.091 -0.005 0.093
(0.39) (-1.03) (-0.06) (1.09)

TextLength (words) -0.028 0.063 -0.028 -0.087
(-0.37) (0.82) (-0.37) (-1.08)

FogIndex 0.035 0.055 0.019 0.039
(0.87) (1.36) (0.58) (1.16)

EC-Seg Gap -0.138∗∗∗ -0.121∗∗ -0.100∗∗ -0.056
(-3.11) (-2.56) (-2.16) (-1.23)

SPY return 0.173∗∗∗ 0.194∗∗∗ 0.210∗∗∗ 0.223∗∗∗

(3.73) (4.16) (4.51) (4.69)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.012 0.012 0.012 0.012
Observations 1,328,761 1,328,878 1,328,984 1,329,081

Panel B: Ask Returns (1) (2) (3) (4)
R[0-30] R[30-60] R[60-90] R[90-120]

Neg Text=1 -0.239∗∗ -0.255∗∗∗ -0.281∗∗ -0.230∗∗

(-2.18) (-2.86) (-2.50) (-2.42)

Neg Voice=1 -0.097 0.241∗∗ 0.239∗ 0.238∗

(-0.90) (2.02) (1.78) (1.68)

Neg Text=1 × Neg Voice=1 0.554∗∗ -0.044 0.192 -0.412
(2.46) (-0.15) (0.62) (-1.22)

Is Q&A=1 0.006 0.005 0.002 -0.049
(0.06) (0.04) (0.01) (-0.43)

Neg Text=1 × Is Q&A=1 0.183 0.326∗∗ 0.212 0.266∗

(1.32) (2.31) (1.44) (1.84)

Neg Voice=1 × Is Q&A=1 0.015 -0.118 -0.187 -0.054
(0.08) (-0.80) (-0.93) (-0.25)

Neg Text=1 × Neg Voice=1 × Is Q&A=1 -1.027∗∗ 0.614 -0.023 -0.285
(-2.35) (1.28) (-0.05) (-0.54)

Listenability -0.441 -0.211 -0.156 -0.538
(-1.19) (-0.58) (-0.44) (-1.33)

SegmentLength (sec) 0.036 0.017 0.134∗ 0.009
(0.50) (0.23) (1.80) (0.11)

TextLength (words) 0.013 0.002 -0.183∗∗ -0.016
(0.20) (0.03) (-2.59) (-0.20)

FogIndex -0.002 0.032 0.042 0.033
(-0.05) (0.74) (1.16) (0.93)

EC-Seg Gap -0.071 -0.052 -0.051 -0.020
(-1.53) (-1.16) (-1.13) (-0.44)

SPY return 0.187∗∗∗ 0.184∗∗∗ 0.205∗∗∗ 0.203∗∗∗

(4.12) (4.12) (4.34) (4.20)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.011 0.012 0.012 0.012
Observations 1,328,761 1,328,878 1,328,984 1,329,081
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Table 7: Heterogeneity by Acoustic Frictions
Notes. This table reports cross-sectional regressions of 30-second interval quote returns after
the end of each segment. The dependent variable is the quote return over the indicated
30-second window, computed from best-bid quotes (Panel A) or best-ask quotes (Panel B).
StdWER is the within-quarter standardized call-level word-error rate, where higher values
indicate noisier audio. The specification includes interactions of StdWER with Neg Text,
Neg Voice, and Neg Text × Neg Voice. Control variables are the same as in Table 5 and are
defined in Table A.1. All regressions include call and year–quarter fixed effects and use the
same set of controls across columns. Coefficients are reported in basis points; ∗, ∗∗, and ∗∗∗

denote significance at the 10%, 5%, and 1% levels, respectively. Standard errors are clustered
by call, firm, and trading date.

Panel A: Bid Returns (1) (2) (3) (4)
R[0-30] R[30-60] R[60-90] R[90-120]

Neg Text=1 -0.096 -0.137∗∗ -0.267∗∗∗ -0.121∗

(-1.42) (-2.11) (-3.80) (-1.81)

Neg Voice=1 -0.054 -0.005 0.143∗ 0.139∗

(-0.66) (-0.06) (1.68) (1.80)

Neg Text=1 × Neg Voice=1 0.066 -0.137 0.356 -0.371
(0.36) (-0.72) (1.51) (-1.52)

Neg Text=1 × StdWER 0.018 0.142∗ 0.105 0.024
(0.26) (1.77) (1.51) (0.29)

Neg Voice=1 × StdWER 0.102 -0.114 -0.018 -0.070
(1.48) (-1.23) (-0.25) (-1.16)

Neg Text=1 × Neg Voice=1 × StdWER 0.118 -0.007 0.053 0.037
(0.56) (-0.03) (0.22) (0.15)

Listenability 0.196 -0.538 -0.085 -0.698∗

(0.58) (-1.45) (-0.21) (-1.84)

SegmentLength (sec) 0.012 -0.118 -0.024 0.080
(0.14) (-1.34) (-0.29) (0.95)

TextLength (words) -0.008 0.090 -0.009 -0.074
(-0.11) (1.17) (-0.12) (-0.93)

FogIndex 0.022 0.038 0.007 0.030
(0.56) (0.95) (0.22) (0.88)

EC-Seg Gap -0.083∗∗∗ -0.050∗ -0.049∗ -0.017
(-2.95) (-1.73) (-1.72) (-0.61)

SPY return 0.173∗∗∗ 0.194∗∗∗ 0.210∗∗∗ 0.223∗∗∗

(3.73) (4.17) (4.51) (4.70)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.012 0.012 0.012 0.012
Observations 1,328,761 1,328,878 1,328,984 1,329,081

Panel B: Ask Returns (1) (2) (3) (4)
R[0-30] R[30-60] R[60-90] R[90-120]

Neg Text=1 -0.148∗∗ -0.093 -0.175∗∗ -0.097∗

(-2.12) (-1.63) (-2.44) (-1.72)

Neg Voice=1 -0.083 0.185∗∗ 0.159∗ 0.211∗∗∗

(-1.15) (2.13) (1.81) (2.90)

Neg Text=1 × Neg Voice=1 0.131 0.186 0.176 -0.492∗∗

(0.60) (0.88) (0.80) (-2.08)

Neg Text=1 × StdWER 0.029 0.150∗∗ 0.077 0.006
(0.41) (2.23) (1.16) (0.07)

Neg Voice=1 × StdWER 0.079 -0.054 -0.016 -0.071
(0.92) (-0.61) (-0.20) (-1.04)

Neg Text=1 × Neg Voice=1 × StdWER -0.183 0.152 0.012 0.379∗

(-0.66) (0.73) (0.06) (1.68)

Listenability -0.443 -0.214 -0.162 -0.526
(-1.21) (-0.60) (-0.47) (-1.31)

SegmentLength (sec) 0.033 0.012 0.133∗ 0.011
(0.46) (0.16) (1.78) (0.13)

TextLength (words) 0.016 0.007 -0.182∗∗ -0.018
(0.25) (0.11) (-2.58) (-0.23)

FogIndex -0.003 0.031 0.041 0.035
(-0.08) (0.71) (1.19) (1.01)

EC-Seg Gap -0.066∗∗ -0.045 -0.050∗ -0.032
(-2.30) (-1.56) (-1.78) (-1.09)

SPY return 0.187∗∗∗ 0.184∗∗∗ 0.205∗∗∗ 0.203∗∗∗

(4.12) (4.12) (4.34) (4.20)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.011 0.012 0.012 0.012
Observations 1,328,761 1,328,878 1,328,984 1,329,081
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Table 8: Segment-Level Price Discovery and Text Sentiment: One-minute Interval
Notes. This table reports cross-sectional quote returns after the end of each segment. The
dependent variable in Columns (1)–(4) is the quote return over the indicated 60-second inter-
val, computed from best-bid quotes (Panel A) or best-ask quotes (Panel B). All continuous
variables are winsorized at the 1st and 99th percentiles. Standard errors are clustered by
call, firm (ticker), and trading date. Neg Text is an indicator that a segment is classified as
having negative sentiment by Huang et al. (2023). Controls are defined in Table A.1. All
regressions include call and year–quarter fixed effects and use the same set of controls across
columns. Coefficients are reported in basis points; ∗, ∗∗, and ∗∗∗ denote significance at the
10%, 5%, and 1% levels, respectively.

Panel A: Bid Returns (1) (2) (3) (4)
R[0-60] R[60-120] R[120-180] R[180-240]

Neg Text=1 -0.243∗∗ -0.397∗∗∗ -0.214∗∗ -0.162
(-2.29) (-3.74) (-2.25) (-1.43)

Listenability -0.400 -0.482 -0.413 -0.165
(-0.70) (-0.74) (-0.65) (-0.28)

SegmentLength (sec) -0.142 0.041 -0.056 -0.144
(-0.99) (0.30) (-0.41) (-0.90)

TextLength (words) 0.130 -0.074 0.044 0.228
(1.06) (-0.59) (0.36) (1.51)

FogIndex 0.051 0.036 0.002 -0.107∗

(0.79) (0.64) (0.03) (-1.94)

EC-Seg Gap -0.125∗∗ -0.059 -0.047 -0.097
(-2.16) (-1.10) (-0.81) (-1.58)

SPY return 0.281∗∗∗ 0.312∗∗∗ 0.309∗∗∗ 0.341∗∗∗

(4.28) (4.67) (4.76) (5.05)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.021 0.022 0.021 0.023
Observations 1,328,761 1,328,984 1,329,180 1,329,360

Panel B: Ask Returns (1) (2) (3) (4)
R[0-60] R[60-120] R[120-180] R[180-240]

Neg Text=1 -0.267∗∗ -0.293∗∗∗ -0.234∗∗ -0.156
(-2.57) (-2.69) (-2.37) (-1.48)

Listenability -0.634 -0.582 0.041 0.292
(-1.08) (-1.01) (0.07) (0.48)

SegmentLength (sec) 0.049 0.164 0.105 -0.150
(0.41) (1.24) (0.81) (-1.09)

TextLength (words) 0.039 -0.235∗ -0.129 0.210
(0.38) (-1.91) (-1.10) (1.57)

FogIndex 0.020 0.096∗ 0.050 -0.062
(0.30) (1.73) (0.94) (-1.09)

EC-Seg Gap -0.119∗∗ -0.096∗ -0.125∗∗ -0.173∗∗∗

(-2.15) (-1.72) (-2.04) (-2.69)

SPY return 0.285∗∗∗ 0.299∗∗∗ 0.319∗∗∗ 0.343∗∗∗

(4.47) (4.49) (4.75) (5.08)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.021 0.021 0.021 0.023
Observations 1,328,761 1,328,984 1,329,180 1,329,360
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Table 9: Placebo Test using Pre-Speech Returns
Notes. This table reports placebo regressions in which the dependent variable is the stock’s
quote return in a pre-speech window relative to segment start. Panel A uses bid-side quote
returns and Panel B uses ask-side quote returns. Columns (1)–(3) correspond to the non-
overlapping windows, and Column (4) corresponds to the cumulative window. NegText is
an indicator for negative textual sentiment based on Huang et al. (2023). All regressions
include the corresponding matched-window SPY return, the controls defined in Table A.1,
and call and year–quarter fixed effects. Continuous variables are winsorized at the 1st and
99th percentiles. Standard errors are clustered by call, firm (ticker), and trading date.
Coefficients are reported in basis points; ∗, ∗∗, and ∗∗∗ denote significance at the 10%, 5%,
and 1% levels, respectively.

Panel A: Bid Returns (1) (2) (3) (4)
R[-180,-120] R[-120,-60] R[-60,-30] R[-180,-30]

Neg Text=1 0.075 0.012 0.074 0.160
(0.85) (0.14) (1.36) (0.99)

Listenability -0.281 0.114 -0.480 -0.828
(-0.52) (0.18) (-1.29) (-0.70)

SegmentLength (sec) -0.158 -0.183 -0.056 -0.341
(-1.41) (-1.36) (-0.62) (-1.41)

TextLength (words) 0.144 0.211∗ 0.027 0.357
(1.51) (1.89) (0.33) (1.64)

FogIndex 0.075 0.058 0.031 0.132
(1.37) (0.96) (0.82) (1.27)

EC-Seg Gap -0.172∗∗∗ -0.167∗∗∗ -0.113∗∗∗ -0.464∗∗∗

(-2.92) (-3.30) (-4.30) (-3.43)

SPY return 0.217∗∗∗ 0.209∗∗∗ 0.113∗∗∗ 0.396∗∗∗

(4.42) (4.25) (3.95) (5.68)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.021 0.021 0.012 0.048
Observations 1,327,758 1,328,140 1,328,460 1,327,758

Panel B: Ask Returns (1) (2) (3) (4)
R[-180,-120] R[-120,-60] R[-60,-30] R[-180,-30]

Neg Text=1 0.019 0.056 0.027 0.145
(0.23) (0.62) (0.47) (1.02)

Listenability -0.304 0.075 -0.863∗∗ -1.117
(-0.53) (0.13) (-2.17) (-0.91)

SegmentLength (sec) 0.006 -0.257∗∗ -0.067 -0.255
(0.05) (-2.00) (-0.91) (-1.13)

TextLength (words) -0.042 0.238∗∗ 0.057 0.200
(-0.41) (2.34) (0.78) (1.05)

FogIndex 0.099∗ 0.040 0.048 0.189∗

(1.70) (0.62) (1.26) (1.88)

EC-Seg Gap -0.082 -0.094∗ -0.060∗ -0.231
(-1.26) (-1.68) (-1.93) (-1.48)

SPY return 0.204∗∗∗ 0.200∗∗∗ 0.112∗∗∗ 0.354∗∗∗

(4.14) (4.03) (3.82) (4.75)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.020 0.020 0.011 0.048
Observations 1,327,758 1,328,140 1,328,460 1,327,758
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Table 10: Segment-Level Price Discovery and Text Sentiment: Positive vs Negative
Notes. This table reports cross-sectional quote returns after the end of each segment. The
dependent variable in Columns (1)–(4) is the quote return over the indicated 60-second inter-
val, computed from best-bid quotes (Panel A) or best-ask quotes (Panel B). All continuous
variables are winsorized at the 1st and 99th percentiles. Standard errors are clustered by
call, firm (ticker), and trading date. NegText and PosText indicate negative and positive
textual sentiment by Huang et al. (2023). Controls are defined in Table A.1. All regressions
include call and year–quarter fixed effects and use the same set of controls across columns.
Coefficients are reported in basis points; ∗, ∗∗, and ∗∗∗ denote significance at the 10%, 5%,
and 1% levels, respectively.

Panel A: Bid Returns (1) (2) (3) (4)
R[0-30] R[30-60] R[60-90] R[90-120]

NegText -0.089 -0.138∗∗ -0.247∗∗∗ -0.136∗

(-1.41) (-2.15) (-3.41) (-1.97)

PosText 0.012 0.024 0.001 0.020
(0.28) (0.67) (0.02) (0.54)

Listenability 0.180 -0.541 -0.058 -0.680∗

(0.53) (-1.44) (-0.14) (-1.80)

SegmentLength (sec) 0.011 -0.125 -0.024 0.075
(0.13) (-1.40) (-0.30) (0.89)

TextLength (words) -0.007 0.093 -0.010 -0.073
(-0.09) (1.21) (-0.14) (-0.92)

FogIndex 0.021 0.036 0.006 0.028
(0.53) (0.90) (0.17) (0.82)

EC-Seg Gap -0.082∗∗∗ -0.050∗ -0.050∗ -0.018
(-2.93) (-1.73) (-1.77) (-0.63)

SPY return 0.173∗∗∗ 0.194∗∗∗ 0.210∗∗∗ 0.223∗∗∗

(3.73) (4.17) (4.51) (4.69)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.012 0.012 0.012 0.012
Observations 1,328,761 1,328,878 1,328,984 1,329,081

Panel B: Ask Returns (1) (2) (3) (4)
R[0-30] R[30-60] R[60-90] R[90-120]

NegText -0.130∗∗ -0.062 -0.172∗∗ -0.125∗∗

(-1.99) (-1.05) (-2.39) (-2.21)

PosText 0.023 0.054 -0.016 0.011
(0.65) (1.45) (-0.43) (0.28)

Listenability -0.465 -0.194 -0.129 -0.495
(-1.26) (-0.54) (-0.37) (-1.24)

SegmentLength (sec) 0.029 0.000 0.136∗ 0.009
(0.41) (0.00) (1.85) (0.10)

TextLength (words) 0.019 0.010 -0.185∗∗∗ -0.018
(0.29) (0.16) (-2.65) (-0.24)

FogIndex -0.005 0.024 0.041 0.033
(-0.12) (0.57) (1.17) (0.92)

EC-Seg Gap -0.065∗∗ -0.045 -0.051∗ -0.033
(-2.27) (-1.59) (-1.85) (-1.13)

SPY return 0.187∗∗∗ 0.184∗∗∗ 0.205∗∗∗ 0.203∗∗∗

(4.12) (4.12) (4.34) (4.20)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.011 0.012 0.012 0.012
Observations 1,328,761 1,328,878 1,328,984 1,329,081
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Table 11: Alternative Explanation: Characteristics of Quintiles
Notes. This table reports call- and firm-level characteristics by quintiles (Q1–Q5) of ret60vw.
Values are means within each quintile groups. See Table 3 for the construction of ret60vw and
the sorting procedure.

Q1 Q2 Q3 Q4 Q5

Intra-Call Discovery (%) -1.39 -0.27 0.04 0.37 1.55
CallLength (min) 57.94 58.53 57.25 58.10 58.40
Word Error Rate 0.10 0.09 0.10 0.09 0.09
ER-EC gap (hr) 1.38 1.19 1.29 1.19 1.24
Earnings Surprise 0.08 0.11 0.08 0.10 0.05
Analyst Coverage 29.27 30.09 28.19 29.50 30.89
Past Assets (000) 62.18 76.48 52.84 71.32 70.71
Past Turnover 887.15 695.20 733.39 806.71 861.40

N (calls) 522 522 522 522 522
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Table 12: Alternative Explanation: Quoted Spread Change
Notes. This table tests whether the short-horizon return patterns around negative segments
can be explained by changes in liquidity. The dependent variable is the change in the quoted
bid-ask spread over the indicated window after the end of a segment. The spread at time t is
defined as Spreadt = 10,000× (Askt−Bidt)/Midt, so that one unit corresponds to one basis
point of the midquote. For call c and segment s, ∆Spreadc,s,a,b = Spreadc,s,b − Spreadc,s,a.
Neg Text is an indicator that the segment’s textual sentiment is negative. Neg Voice is an
indicator that the segment’s vocal tone is negative, and the interaction term Neg Text × Neg
Voice captures the interaction effect of negative vocal tone and negative text. All regressions
include call and year–quarter fixed effects and use the same set of controls across columns.
Coefficients are reported in basis points; ∗, ∗∗, and ∗∗∗ denote significance at the 10%, 5%,
and 1% levels, respectively.

(1) (2) (3) (4)
Spr[0-30] Spr[30-60] Spr[60-90] Spr[90-120]

Neg Text=1 -0.001 0.001 0.001∗ 0.000
(-1.20) (0.91) (1.71) (0.45)

Neg Voice=1 -0.000 0.001∗∗ -0.000 0.001∗

(-0.60) (2.08) (-0.01) (1.66)

Neg Text=1 × Neg Voice=1 0.001 0.002 -0.002 -0.002
(0.33) (1.03) (-1.12) (-0.91)

Listenability -0.004 0.003 0.001 0.001
(-1.36) (0.89) (0.42) (0.51)

SegmentLength (sec) 0.000 0.001∗∗ 0.002∗∗ -0.001
(0.03) (1.99) (2.05) (-0.76)

TextLength (words) 0.000 -0.001 -0.002∗∗ 0.000
(0.42) (-1.46) (-2.48) (0.66)

FogIndex -0.000 0.000 0.000 0.000
(-0.44) (0.05) (1.10) (0.05)

EC-Seg Gap 0.000 -0.000 -0.000 -0.000∗∗

(0.61) (-0.73) (-1.43) (-2.50)

Constant 0.000 -0.002 0.001 0.001
(0.15) (-0.82) (0.36) (0.22)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.003 0.003 0.003 0.003
Observations 1,328,761 1,328,878 1,328,984 1,329,081
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Table 13: Release of ChatGPT and Segment-Level Price Discovery
Notes. This table shows the cross-sectional quote returns after the end of each segment.
The dependent variable in Columns (1)–(4) is the quote return over the indicated 30-second
window, computed from best-bid quotes (Panel A) or best-ask quotes (Panel B). Neg Text
indicates that the segment’s textual sentiment is negative. PostGPT equals one if the call
held after 6:02 PM November 30, 2022. Controls are defined in Table A.1. All regressions
include call and year–quarter fixed effects and use the same set of controls across columns.
Coefficients are reported in basis points; ∗, ∗∗, and ∗∗∗ denote significance at the 10%, 5%,
and 1% levels, respectively.

Panel A: Bid Returns (1) (2) (3) (4)
R[0-30] R[30-60] R[60-90] R[90-120]

Neg Text=1 -0.134∗ -0.193∗∗∗ -0.260∗∗∗ -0.046
(-1.84) (-2.75) (-3.56) (-0.63)

Neg Text=1 × PostGPT=1 0.194 0.218 0.060 -0.488∗∗∗

(1.13) (1.25) (0.35) (-2.85)

Listenability 0.185 -0.532 -0.057 -0.679∗

(0.55) (-1.42) (-0.14) (-1.80)

SegmentLength (sec) 0.014 -0.120 -0.024 0.080
(0.15) (-1.37) (-0.30) (0.94)

TextLength (words) -0.007 0.091 -0.010 -0.075
(-0.10) (1.19) (-0.14) (-0.95)

FogIndex 0.022 0.039 0.006 0.030
(0.57) (0.96) (0.17) (0.87)

EC-Seg Gap -0.083∗∗∗ -0.050∗ -0.050∗ -0.018
(-2.94) (-1.75) (-1.76) (-0.64)

SPY return 0.173∗∗∗ 0.194∗∗∗ 0.210∗∗∗ 0.223∗∗∗

(3.73) (4.17) (4.51) (4.69)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.012 0.012 0.012 0.012
Observations 1,328,761 1,328,878 1,328,984 1,329,081

Panel B: Ask Returns (1) (2) (3) (4)
R[0-30] R[30-60] R[60-90] R[90-120]

Neg Text=1 -0.136∗ -0.146∗∗ -0.159∗∗ -0.029
(-1.75) (-2.25) (-2.02) (-0.46)

Neg Text=1 × PostGPT=1 -0.019 0.302∗ -0.030 -0.500∗∗∗

(-0.11) (1.73) (-0.21) (-3.29)

Listenability -0.459 -0.176 -0.134 -0.497
(-1.25) (-0.49) (-0.39) (-1.24)

SegmentLength (sec) 0.033 0.010 0.133∗ 0.011
(0.47) (0.14) (1.77) (0.13)

TextLength (words) 0.017 0.006 -0.184∗∗ -0.020
(0.26) (0.09) (-2.60) (-0.26)

FogIndex -0.002 0.029 0.040 0.034
(-0.07) (0.67) (1.15) (0.98)

EC-Seg Gap -0.065∗∗ -0.047 -0.051∗ -0.033
(-2.28) (-1.63) (-1.83) (-1.14)

SPY return 0.187∗∗∗ 0.184∗∗∗ 0.205∗∗∗ 0.203∗∗∗

(4.12) (4.12) (4.34) (4.20)

Fixed Effects Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter Call, Year-Quarter
R-squared 0.011 0.012 0.012 0.012
Observations 1,328,761 1,328,878 1,328,984 1,329,081
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Fig. 1. Distribution of Earnings Releases and Conference Call Start Times by Hour

Notes. This figure shows the distribution of earnings release times (ER) and conference
call start times (EC) by hour of the day (Eastern Time). The shaded regions indicate the
pre-market (4:00 AM–9:30 AM) and after-hours (4:00 PM–8:00 PM) trading sessions. EC
and ER events are timestamped from Bloomberg.
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Fig. 2. Example of Segment-Level Timestamps Generated by WhisperX

Notes. This example illustrates the structure of the segment-level output generated by
WhisperX from the earnings call audio file. Each row represents a vocal utterance aligned
with start and end timestamps. In the analysis, only executives’ speeches at extended hours
and segments that are longer than 0.5 seconds are considered.
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Fig. 3. Distribution of Segments without Speaker Information by ChatGPT

Notes. This figure shows the ratio of unmatched segments in each call. Each
speech segment is matched with speaker information from the official transcript using
gpt-4.1-mini-2025-04-14.
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Appendix A. Variable Definition

Table A.1: Variable Definition
Notes. This table explains variables used in this paper. All segment-level continous variables
are further winsorized at 1/99 percentiles.

VARIABLES Definition Source

Bid Return Bid-to-bid quote returns in basis points FirstRateData

Ask Return Ask-to-ask quote returns in basis points FirstRateData

Listenability Ln(1+Average of word confidence scores within a segment computed from WhisperX) -

SegmentLength (sec) Ln(1+Length of a segment in seconds) -

TextLength (words) Ln(1+Length of a segment in words) -

Fog Index Ln(1+Fog index of a segment) -

Text Sentiment 1 if positive, 0 if neutral, and −1 if negative segment. Huang et al. (2023)

Vocal Tone 1 if positive, 0 if neutral, and −1 if negative segment Superb’s voice model

EC-Seg gap (sec) Ln(1+Segment end time − earnings call start time) -

SPY return SPY ETF closing price returns in basis points FirstRateData

CallLength (min) Length of audio file in minutes Finnhub

Word Error Rate
# of incorrectly recognized + # of missing + # of added words

# of words in official transcripts
-

ER-EC gap (hr) Earnings call start time - earnings release time Bloomberg

Earnings Surprise Actual EPS - estimated EPS Bloomberg

Analyst Coverage The number of analysts a day before the earnings release Bloomberg

Past Asset ATQ of past quarter Compustat

Past Turnover CSHTRQ/CSHOQ of past quarter Compustat
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Appendix B. LLM Instruction for Speaker Matching

The below instruction describes how to match speakers’ identity using ChatGPT. Ope-

nAI’s ChatGPT API (gpt-4.1-mini-2025-04-14 version) is used for each call. Input files

are transcribed texts from audio files and official transcripts from Finnhub.

Forget about all previous directions. You are an expert earnings -

call analyst.

TASK

- Fill every [BLANK] speaker row in a partially -filled sheet using

the official transcript.

- Obey the rules below exactly.

- Use only speaker names that appear verbatim in the transcript

- Output **only** a JSON array. No prose , no explanations.

Follow all rules exactly.

1. The Q&A session begins only after the Management Discussion

ends. Once the Q&A session starts , the session column must no

longer contain management_discussion.

2. In the Management Discussion section , the speaker rarely

changes. If name is missing , infer from prior context. Analysts

do not appear in the Management Discussion section.

3. You can infer the name of previous speaker from the context.

4. During the Q&A session , once an analyst is introduced , assume

every line up to but not including the next executive response

belongs to that same analyst , unless the transcript explicitly

gives a new analyst name. If the name is missing or ambiguous ,

label the speaker simply as "Analyst ".

5. Operator does not ask questions about the company. Operator

moderates the conference call and introduces speakers.

6. Concluding remarks are from executives or operator at the end

of the Q&A session.
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## Output Format

Output a JSON array , ordered by ascending row number. Each object

must have these fields:

- "row": Integer. Represents the row number in the sheet. There

must be no duplicate row numbers.

- "name": String. The exact speaker name as it appears verbatim in

the transcript , or "Analyst" if analyst ’s name is missing/

ambiguous (per Rule 4).

- "session ": String. Must be either "management_discussion" or "

question_answer ".

Example:

[{"row": 1, "name": "John Doe", "session ": "management_discussion

"},

{"row": 2, "name": "Operator", "session ": "management_discussion

"},

{"row": 3, "name": "Analyst", "session ": "question_answer "}]
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